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Introduction

This course builds directly on ECON 6190, the material will not be revised. If you need to catch up on
the material, especially probability and statistics, see the Hansen and Durrett textbooks. If there’s one
econometrics book to actually own, it’s the Hansen. These notes will often reference results in either Hansen
or Hayashi.

See the syllabus for how we will be assessed — homework is 30%, prelim is 30%, and the final is 40%. For
homework, you are invited (and highly recommended) to form study groups! It’s completely okay to work
on the homeworks in study groups, but you will submit individual write-ups.

Roughly, in the first few weeks, we will start with the linear model in some detail. We will then generalize to
IV, TSLS, and go rapidly to the Generalized Method of Moments (GMM) and extremum (or m-) estimation.
We will also cover some nonparametrics as well as bootstrap.

You can think of us starting in the most specific case and moving outwards. OLS is a special case of IV, which
is a special case of T'SLS, which is a special case of GMM, which is a special case of extremum estimation.
We will also think about Maximum Likelihood (ML) as a special case of extremum estimation, and panel
data as a special case of GMM. Studying this tree will cover half of the course, and then we will have some
time to cover nonparametric methods like kernel density and kernel mean, as well as bootstrapping. This
may seem like we are doing some old school stuff, since the other ML (machine learning) has overtaken these
methods, but theoretically they are very similar.

1 The Linear Model

We have, of course, already encountered the
Definition. Ordinary Least Squares (OLS) estimator:

B=(X'X)"XY Data Matrix
= (B, XX') "E, XY Sample Expectation
1< 1<
== Z X X! | = Z X;Y; Sample Average
nia nia
= (Z XiX£> ZXiYi Clean Sample Average
i=1 i=1

All of these notations are equivalent, but helpful in different concepts. Data matrix notation is extremely
useful for proving results. The sample expectation is useful because it reminds us of the empirical context
— this is a shorthand for sample average, which is written in two ways depending on context — essentially,
when we care about the asymptotic behavior in different ways.

The interpretation of B depends on context:
1. In any given sample, it just projects Y onto X

2. Under weak assumptions, it converges to the population analog * = (EXX’)"'EXY, which is the
population projection coefficient and characterizes the best linear predictor under square loss

3. Under stronger assumptions, it estimates a causal effect of X on Y.

We will elaborate these in order, and develop the classic theory of Least Squares estimation.


https://gabesekeres.com/resources/private/fall_2024/econ_6190_notes.pdf
https://users.ssc.wisc.edu/~bhansen/econometrics/
https://services.math.duke.edu/~rtd/PTE/PTE5_011119.pdf
https://press.princeton.edu/books/hardcover/9780691010182/econometrics

Recall that 3 can be derived as the minimization (in b) of

ﬁjE—X@%#Y—XWW—XM
i=1

which is of course where the name comes from. However, recall that also this minimization defined b such

that Xb is the point in the span of X that is closest to Y in Euclidean distance. Basically, we projected Y
onto X.

We can see this with the illustration in Figure 1, which uses demeaned vectors, and defines the projection
Y = XB=p031X1+ 82X and the residual =Y — Y.

X1 AN
Figure 1: Illustration of OLS as Projection

Corollary 1.1. Sum of Squares Decomposition It immediately follows from Pythagoras that
V'V =Y'Y +¢¢
Equivalently, SST = SSE + SSR or

n n n
PRGEDIR DB
=1 =1 =1

It follows immediately that R*> = SSE | SST € [0,1]. The extreme values of R? correspond to Y = 0 and
é = 0 respectively. It also follows that € is by construction orthogonal to 'Y .

We will recap this and basic related facts in the first homework.
Question. What happens with collinear X?

With collinear X, the set on which we project is of lower dimension. The projection Y is still unique, but
the projection coefficient is not. .
Definition. The projection coefficient [ is defined as

3 = argmin Z(Yz — X/b)? = argmin(Y — Xb)"(Y — Xb)
b : b
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and can be characterized by the first order condition

%(Y — Xb) (Y — Xb) = —2X'Y +2X'Xb =0
— B —

(X'X)"' X'y

The fitted values and residuals equal

Y=X3= XX'X)"'X' Y=PxY
N————
Px, the projection matrix
E=Y -V =(I, - X(X'X)"'X")Y

annihilator matrix

Example. Frisch-Waugh(-Lovell) The projection of Y on X can be decomposed, giving rise to some impor-
tant results. To fix ideas, consider projecting Y:

e on the scalar X; (plus a constant), getting slope coefficient 31, versus
e on the scalars (X7, X2) (plus a constant), getting slope coefficients (Bl, ,5’2)

Can we interestingly relate B to 517 Yes! To do so, consider projecting X; on X5, getting slope coefficient
4. To simplify, assume all variables are demeaned. Across regressions, this leads to the first order conditions:

0=E, (Xl (Y — B X — 32X2>>

0=E, <X2 (Y — B X1 — B2X2))
0=E, (X2 (X1 —4X2))

We can combine the first two, and use the third to get
0=E,(X1 —49X2) (Y — Xy — 32X2>
=E,(X1 —4X2) (Y — Xy - Bl’AYX2>
= En(X1 = 5X2) (Y = Bi(X1 - 5X2))

The last line is the first order condition from regressing Y on the residuals of the regression of X; on Xs.
Thus, /3 is the slope coefficient from that regression. We can extend this argument to show that Y can be
residualized as well.

Remark. If we think about this as if X is schooling and X5 is family income, we are essentially including
only the uncorrelated parts of those variables through this method, and don’t need to worry about the
correlation between the two.

When thinking about Omitted Variable Bias, we can similarly characterize the projection of X5 on X; by
0= En(X1(X2 = 5X1)) = En (X1 (B2 X2 - B27X1))
We can then substitute the first order condition from above, and get
0=E, (X1 (Y = AiXi - B2 ) ) = Ea (X0 (Y - A X1 — 70 )

So we have the first order condition from regression Y on X; only. We can conclude that the slope coefficient



from that regression is o A

B =B+ 752
If there is a causal interpretation of the projection of Y onto (X7, X5), then the difference term ’yBQ is (the
sample analog of) the omitted variable bias incurred by omitting Xo.
Remark. We haven’t even really introduced the idea of random variables and expectation yet. The word
bias here is really loose, and doesn’t make sense in the world of projection. However, in the real economic
word, it makes a lot of sense in most contexts — in that case, you are saying that the omitted variables
systematically bias the estimator in some direction.
Example. Frisch-Waugh(-Lovell) General Statement We can now do the same thing, more generally. Par-
tition as follows:

X3 r_ Q1 Q12 EX:X] EX;X)
X = ;o EXX' ' =Q = =
<X2> ’ ¢ (Q21 Q22 EXoX{ EXyX;

Q1y EX Y
Qxv <Q2Y EX,Y
and use notation Q11 (etc) for sample analogs. Then, it can be shown that

5 _ (Qu - Q12Q2_21@21>71 (Qly - Q12Q2_21Q2Y)
(Q22 - Q21Q1_11Q12) B (me - Q21Q1_11Q1Y)

Regressing X7 on X5 would yield coefficients 4 = Q;;Qm and residuals 11 = X7 — X2Q§21Q21. Hence, we
have that

E, i = E, X7 + Q12005 En X2Q50 Qo1 — 2E, X1 X2Q55 Qo
= Qi — Q12Q§21Q21

By similar algebra, E,nY = Qly — Q12Q;21Q~2y. It follows that if we projected Y on the residual from
regressing X; on X5, we would get coefficient 3, where

B = (Qu - QHQQ_QIQM)_I (an - Q12Q521Q2Y) =5

Remark. Verbally, the multivariate OLS coefficient on X; is the coefficient one would get by regressing Y
on the residual from regressing X; on all other covariates. We can show that this statement remains true if
we replace Y with the residual Y — Px, (Y'), where Px, is the population projection onto X5. This may look
like a curiosity now, but is an important starting point for partially linear models and other such things.
An immediate payoff is that if you recall it, you’ll never forget the own-variance formula for multivariate
regression coeflicients.

There are two ways to interpret OLS. Neither of them are uniquely ‘right’, but you should always be clear
about which one you are appealing to. The Best Linear Prediction is an interpretation that makes sense under
extremely general conditions. It’s the notion of a linear model that is generalized in most predictive (notably,
data science / statistical learning) applications. The Causal (or Structural) Linear Model is more demanding,
but allows for causal interpretation. It’s the notion of linear model that is generalized in most causal (for
example, Instrumental Variables) applications. Note that this does not preclude predictive application of
linear models as a component of causal inference. A salient example is the “first stage” in IV regression.

Best Linear Prediction. Write Y = m(X) + ¢, where m(z) = E(Y | X = z). That E(e | X) =0
is now a tautology. We can show that b* = (EXX')"'E(XY), if it exists, minimizes E(Y — X'b)?. That



is, Y = PxY = X'b* is the best linear predictor under square loss. Furthermore, under these conditions,
EXe =0, where e =Y — Px(Y), meaning that the projection error e is not correlated with X.

Theorem 1.1. If a weak law of large numbers applies to both %Z?:1 X; X! and %Z?:l X;Y; and EXX' is
nonsingular, then b* is uniquely defined and B B b,

Remark. The best linear predictor Y is uniquely defined even if EX X’ is singular. In that case, b* is not
unique. This is really important for models with lots of covariates — think in statistical learning / machine
learning.

The (Causal/Structural) Linear Model Write Y = X' + ¢, where E(e¢ | X) = 0. Equivalently,
m(z) = E(Y | X = 2) = 2’. In this version, E(s | X) = 0 is not tautological! Our assumptions become
much stronger. To be precise, we are assuming that (i) € is mean-independent of X, and (ii) the mean of ¢ is
zero. These are new assumptions! We pay a large cost, but there are also large benefits. This model allows
for causal interpretation of the estimand: in expectation, a change AX causes a corresponding change AX’3
in Y. Importantly, this difference isn’t just about interpretation — some important results are only available
under the stronger assumptions.

Remark. Remember that within limits, a linear model can capture nonlinearities. Some examples:

1. Polynomial expansion:
Y =B+ p1H+PeH> + - +e

2. Log or log-log regression:
nY=mA+almK+(1—-a)lnL+---+¢

(Note! This changes the necessary assumption on £, as in the primal it is now multiplied by the
covariates)

3. Treatment effects with interactions:

Y = [+ 6 - treatment + «y - female - treatment + - - - + ¢

Indeed, many “big data” models are high-dimensional but linear! Think of basically any machine learning
context.

OLS as a Random Variable. The central questions are: What can we say about the estimator as a
random variable? Are there conditions under which it has desirable properties, notably if our objective is to
learn about /3 (or possibly the population Px(Y))?

Consider drawing n samples and taking (;, for i € {1,...,n} to be a random variable. If we show the
histogram (in the slides) of these {3;}, we can see that as n increases they tend to look normal! However,
this is not necessarily a central limit theorem. Actually, the distribution of the estimators will approach
the distribution of the error terms as n increases, under weaker assumptions. However, we assume normally
distributed errors a lot.

Remark. We had a small aside to wonder whether we think of the vertical squared distance between each
point and the line, or the shortest distance between the point and the line squared. The second is actually
different from OLS — it’s precisely principal component analysis!

Remark. What if we minimized the horizontal distance? Then we would get the projection of X onto Y
rather than vice versa — called reverse regression. This is expanded on a lot in the first homework — basically,
the coefficients are normalized to the variances of X and Y respectively. They are the same if and only if
Var(X) = Var(Y).

Remark. What if we minimize absolute values instead of squares? That would be median regression — at
a population level, the median will solve this problem. By using other loss functions, we could tease out the



other quantiles, and by using all of them we would get quantile regression, where we treat the quantiles as
being heterogeneously treated.

For finite sample theory, we will make the following assumptions:
Assumption 1.1. In data matriz notation, we have that

1. Y = X + ¢ ‘linearity’

2. E(e | X) = 0 ‘strong exogeneity’

3. rank(X) = K a.s., where X € R™*¥ ‘rank condition’ (equivalent: X'X nonsingular a.s.)
4. E(ee’ | X) = oI, ‘spherical error’

The first two assumptions together imply a causal linear model. Assumptions that are natural when con-
sidering OLS as the ‘best linear predictor’ do not suffice to attain unbiasedness of 8. These further imply
that € is zero in expectation conditional on all covariates — including past and future realizations. That’s
quite strong, but matters a lot more in time series econometrics. If we assume the data are i.i.d., this is not
stronger than the earlier assumption that they are independent vector-wise.

The third assumption is an identification condition, and will fail if any covariates are linearly dependent on
each other. We already talked about this previously, but note that in finite samples we are immediately
excluding discrete covariates! Though the probability may be small, it doesn’t meet the criterion for almost
surely. We may describe /3’ as ‘conditionally unbiased’, where we are conditioning on X.

Assumption four combines conditional uncorrelatedness and homoskedasticity of errors. The latter makes
sense only in the causal model because, even if the true regression error ¢ = Y — m(X) is homoskedastic,
the projection error

e=Y ~Px(Y) =Y —m(X) +m(X) - Px(Y) = ¢ + m(X) - Px(Y)

is not.

We have a hidden assumption that E||X||? < co. This is an existence result, and not so strong generally —
if we assume X is non-stochastic, nothing here relies on it. It is an assumption, however.

These assumptions give us the following theorems:
Theorem 1.2. Finite Sample Bias and Variance Under Assumptions 1.1, we have that

1L E (B | X) -y

2. Var (B | X) = ?(X'X)"!
i.e. B is unbiased and its variance is determined.
Proof. We first observe that

f=X'X)"'XY =(X'X)'X'(XB+e)=8+ (X'X)'Xe
————
= estimation error

Therefore, the first two claims are that
E ((X’X)‘1 X'e | X) —0

Var ((X’X)‘1 X'e | X) = o2(X'X)!



We have directly that

E ((X’X)‘l X'e | X) —(x'x)7

Var ((X’X)‘1 X'e | X) = (X'X) X0 [, X (X'X) ! = o(X'X) !

O
Theorem 1.3. Gauss-Markov Theorem Under Assumptions 1.1, if an estimator 3 is linear (in'Y) and
unbiased, then R
Var(3 | X) > o*(X'X)!

Proof. We assume that § = CY for some C (that may depend on X). Define D = C — (X'X)~1X’, and
we have that

B=E((X'X)"'X'+D)Y | X) (Unbiased)
=B +E(DY | X)
=B+E(DXB+e) | X)
=B+E(DXB|X)+ DE(e| X)
—

— E(DXB|X)=0

This result is only possible if conditional on X the expression DX 3 is non-stochastic — we have that DX = 0
for any ! This holds only if DX = 0. So finally, we have

Var(f | X) = Var (X'X)"'X'+ D)Y | X)
= Var ((X'X)"'X'+ D)(XBo +¢) | X)
= Var ((X'X)"'X' + D)e | X)

=o?(X'X)' X'+ D)((X'X)"' X' + D)

=0’ (X'X)"'X'X(X'X)"'+ DX(X'X)"' + (X'X)"'X'D' + DD")

> o%(X'X)™! = Var(B)
where the conclusion follows from the fact that DD’ is positive semi-definite. O
Question. Is homoskedasticity necessary for this result?

Answer. Yes! Consider the case where Eee’ = € is known and diagonal but its diagonal entries are not the
same. Then the Gauss-Markov assumptions apply to the transformed model

QY =Q 2X 4+ Q 2e
so the estimator X
Pwrs = (X'Q' X)) X'Q Yy

is the best linear unbiased estimator. However, BW LS = B if and only if Q = ¢2I,, for some ¢2. This is called
the Weighted Least Squares estimator, which in this case would perform better than OLS.

Some important closed-form expressions Consider a simple linear regression Y = a + X + . Then

we have that: N N _ n _
Zi:l(Xi - X)(Yz - Y) _ Zi:l(Xi - {()Yz

p= S -X)2 YL (X - X)X,




2

. o
Var (ﬁ | X > R
Z?:l (Xi -X )2
where o2 is the variance of . In a multivariate regression, the variance of the kth component of B is
o2

Var (Bk X) = T =
) T RS K %

where Ri is the R? of the regression of X}, on the other covariates. Why is this obvious? Frisch-Waugh-Lovell,

of course! The factor 1/(1 — R?) is sometimes called the variance inflation factor (VIF).

Remark. Know the expression for the variance of the kth component of 3 by heart! You should internalize
it from Frisch-Waugh-Lovell.

We also have sample analogs and estimators for o2

estimator) of o2

: The sample analog (which is a method of moments

1 1<
~2 Al A A2
Gc=—¢éé==Y &
i=1
However, we can also show (exercise?) that E(62 | X) = “=£52. Why? Heuristically, the random variable

¢ has only (n — K) degrees of freedom because it is constrained by the K equations X’¢ = 0. It is more
common to use the unbiased

Estimators of the standard deviation are often important. We will call them standard errors. /s is the
standard error of the regression, and SE(f) = (s2 [(X’X)_l]kk)l/2 is the standard error of ;.

Remark. We cannot claim that these estimators are unbiased! Further, the use of ‘standard error’ is
dominant in econometrics, but other disciplines' ‘standard error’ and ‘[sampling] standard deviation’ may
be synonyms. In this case, we use ‘estimated standard errors’.

Remark. The spherical error assumption was only (fully) used for the variance expressions (and Gauss-
Markov). Recall that from the algebra:

B=B+ (X'X)"'X'e
—estimation error
— Var(B | X) = (X'X) ' X'E(ec’ | X) X(X'X)™?
——

=D

Spherical error (D = ¢?%I,,) leads to simplification, but as long as we can estimate D, it is not necessary.
Recall that

Var(f | X) = (ZXX’ 2) (X'X)7!

Assuming only heteroskedasticity (i.e. D remains diagonal), we have the oracle estimator

Varoracte (B | X) = <ZXX ) (X'Xx)1

1Statistics...



This is an unbiased estimator, but is not available. Plugging in é; leads to a plausible estimator:
Vargco(8 | X) = (X' X)7! (Z XZ-X{E”?> (X'X)™!
i=1

This is biased, which motivates a degree of freedom adjustment:

Varie (8 | X) = — fK(X'X)—1 (Z XiX{éf> (X'X)!
i=1

There are a ton of similar estimators. HCO is the original (Eicker-White) heteroskedasticity robust variance
estimator, and HC1 is the industry standard (i.e. it is the STATA default). Neither is obviously best, and
Hansen has some other options. In applied work, these are dominant because homoskedasticity is rarely
plausible. Using weighted least squares is technically possible, but rarely used because it requires knowing
ex ante the structure of the heteroskedasticity. Clustered standard errors are similar to this, though we omit
them for now.

From here on, we will make the following (strong) assumption:
Assumption 1.2. € has a normal distribution:

(e | X) ~N(0,0%I,)

With this, we have the following:
Theorem 1.4. Define s> = W*XZ)_# and let the matriz R € R™¥ have mazimal rank r < K. Under
Assumptions 1.1 and 1.2, we then have

(B=B)| X ~N(0,0*(X'X)™")

and:
t-ratio = t = B = B ~ty K
(s [(xX'X) 71,02
Fostatistic = F = P~ RB)'(R(X'X)"'R')""(RB — RB) K

s2r

Thus, the null hypothesis Hy : RS = r can be tested with exact size control by comparing

(RS —r)'(R(X'X)"'R) "' (RS — 1)

2

s2r
to the relevant quantiles of Fy.,,—k, etc.

Proof. The first part, from section: We showed earlier that § = 8+ (X’X) "1 X'e, so

E[—-B|X]=E[B|X]-8=B+(X'X)"'X'Ef|X]-8=0
T

and A )
Var(f— | X) = Var(f | X) = UZ(XIX)_I

Conclusion follows by also noting that the sum of normally-distributed random variables.

The rest follows directly from the definitions of the relevant distributions, and our assumptions on R. O
Remark. Recall that the ¢-distribution converges quickly to the standard normal as degrees of freedom

10



increase, but the quantiles (and thus associated critical values) can be quite different under small degrees of
freedom.
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2 The Linear Model in Large Samples

We will now look at large sample (asymptotic) theory; results will be weaker in that they maximally only
hold almost surely (i.e. we care about stochastic convergence). However, our assumptions are also a lot
weaker:

Assumption 2.1. (X,Y) are i.i.d., EY? < 0o and E|| X||? < oo, and E(XX') is positive definite.
Remark. These assumptions suffice for the projection coefficient to be well-defined: v* = (EXX')"'EXY.
We have:

Theorem 2.1. Under Assumptions 2.1, we have:

B=(E,XX)'EXY 5 b

Proof. By the weak law of large numbers, we have that E,XX' % EXX’ and E,XY 5 EXY. By the
Continuous Mapping Theorem, it follows that (E,XX’)~! RN (EXX')~L, since as n increases E, X X' is
nonsingular with probability approaching 1. The claim follows directly from Slutsky’s Theorem. O

We have not yet used any assumptions that set the structural linear model apart from the best linear predictor
under square loss interpretation, but we’ve made no causal claims. However, the asymptotics apply to both!

We must assume the following to make causal claims, if the linear model Y = X’/ + ¢ is maintained:
Assumption 2.2. EXe = 0, also called predetermination. Additionally, we strengthen the moment assump-
tion: EY* < 0o and E|| X||* < oco.

Remark. This is significantly weaker than the unbiasedness assumption — we only need that ¢ is uncorrelated
with the contemporaneous regressors. This ensures that b* = 8 (and, by implication, consistency):

b= (EXX)'EXY = (EXX ) 'EX(X'B+¢) =+ (EXX')'EXe =

We could alternatively show consistency from scratch using this assumption, the way Hayashi does.

To look at the asymptotic distribution, note that
B=(E,XX')'E, XY = (E,XX')"'E, X (Xb* +e¢)
— f—b = (B, XX')'E,Xe

where b* is the population projection coefficient and e is the (true underlying) projection error. By prede-

termination, (E,XX')"'E,Xe 5. However, there is the suggestion of an asymptotic result — it seems
natural that J
Vn(E,Xe) 5 N(0,Q) = N(0,E(X X'e?))

where the last equality just defines ). If that were the case, we would easily have that

V(B —b) % N0, EXX)IQEX X))

This derivation is basically true.? We just need to ensure that all terms exist. For this, our stronger

Assumptions 2.2 suffice. If the kurtosis exists, we can argue that () is finite, by repeatedly using Cauchy-
Schwartz. For any one element of €2,
|E(XrXee?)| < E| Xy Xee?| = E(| Xk || Xel€?])
< (EXPX7)'2(Be!)'? < (EXE)VH(EXD)Y (Beh)/? < 00

2Morally true’ - Jorg
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we finish by writing
V(B —b) S (EXX)TIN0,Q) = N0, EXX) 'QEXX))

where we again use Slutsky and the properties of normal distributions. Formally, we have:
Theorem 2.2. With Assumptions 2.1 and Assumptions 2.2, we have that

V(B — b)) % N(0,aVar(B))
where aVar(8) = (EXX')'QEX X))
[= Qxx2Q%x = Exx =5y

Proof. A generalization of above. O
Remark. Note that we are not assuming a linear model here! We actually get this result under relatively
limited assumptions, we only need that the moment conditions exist. If we want to get inference results, we
need more, but as a projection result this still holds.

Definition. aVar is the asymptotic variance, the variance of the limiting distribution. In general, this is not
necessarily the asymptotic limit of an estimator’s squared variance, though the current assumptions suffice.
Remark. This theorem provides the joint asymptotic distribution of estimates. The information contained
in joint normality is relevant for:

1. Inference on a linear combination of estimates, e.g. their sum or difference. This could also be achieved
by reparameterization, but that’s impractical.

2. Joint inference, i.e. confidence ellipsoids, on several coefficients

3. Inference on a known, differentiable function of 8 through the Delta method (conceptually straightfor-
ward, but very important in practice! See the textbook for an example worked through)

4. Conservative inference on a known, nondifferentiable function of 8 through projection (i.e. operate
the function on ever b in the confidence ellipsoid). In structured cases, you may be able to improve on
this — ask Jorg if this question arises in your research!

Remark. Results in this course hold pointwise as n — oo for given parameter values, not uniformly over
parameter values. How big of a problem is this? With some more effort, most results in this course are
available uniformly in ‘nice’ cases. However, there are several cases that are not nice and are empirically
relevant: (i) estimators that can be corner solutions of their problems, (ii) estimation of maxima, (iii) rare
events, and (iv) post-model selection estimation and inference. In these, pointwise perspectives can be quite
misleading.

Theorem 2.3. Under Assumptions 2.1 and Assumptions 2.2, we have that

aVargco = (E, X X)) 1QE, X X') ™' B aVar(B)

where ) == E,, [X X'&%), and similarly for HC1, and so on. Basically, all of these are consistent.

Proof. (Sketch) The bottleneck is the consistency of . Write:

. 1 n 1 n 1 n
O=-) X;X;e2=-) X;Xle2+-Y X;X;(e?—¢2

50 50

That the rightmost term disappears can be shown through (tedious) repeated use of Cauchy-Schwartz and
Holder. O

13



Proof. (Assuming Homoskedasticity) If we assume that E(e? | X) = 02, then we have the simplification
aVar(3) = (EXX')"lo?

and showing the consistency of o

aVar(B) = (EXX')!s?
is simple, and requires weaker assumptions (specifically, second moments suffices). However, recall that this
makes sense only for a structural linear model (and is still restrictive). O

Inference. Let r : R¥ — R be a continuously differentiable function with Vr(-) = R(:) (the easiest
example is where r extracts a component of 3). Define § = r(8) and 0 = r(5). By Delta Method, standard
convergence results, and Slutsky, we have

aVar() = R(B) aVar(B)R(B)’
aVar(é) = R(B) aVar(,B)R(B)' LS R(pB) aVar(B)R(,B)
ey = 220 V0 =) 5 S N(0,1)
SEO) (R(B)avar(H)R(B))

This is the asymptotic t-statistic. For this to hold, we need that aVar(é) is finite. A sufficient condition is
that R(S) # 0 and that aVar(3) has full rank.

Definition. Dividing by the standard error like this is called studentization. It ensures that the asymp-
totic distribution does not depend on unknown parameters, ensuring that the ¢-statistic (and others) are

asymptotic pivots.
The previous result lets us create hypothesis tests and confidence intervals where the asymptotic sizes
converge. Let ®(-) denote the standard normal cdf and define the quantiles ®~!(1 — a) := ¢,. Then
P{[t(0)| < caj2} K1-a
P{t(0) € CI,(0)} B 11—«
CIL.(0) = [é — Cayz SE(0),0+ oy - SE(é)}

and we compute one-sided confidence intervals similarly. If r(8) = p’8 for some known vector p, then
R(-) = p' and the t-statistic simplifies to

10) = -0 _  n(b-0)

" SEO) (yavar(iyp)

If p is a basis vector, this further simplifies the t¢-statistic for an individual coefficient. Choices like p =
(0,1,—1,0,...,0) lets us test the equality of two coefficients.

Under the causal linear model, another application is to p = z, in which case § = E(Y | X = z), which is
called a regression interval. Note that the standard error depends on x and will be smaller for more central
values of x.

Remark. The regression interval is not a forecast confidence interval! For forecast intervals, we must take
€¢ into account.

We can generalize this to § = r(3) where r : R¥ — R? is vector-valued. With this, R(-) is now the Jacobian
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of r, we have that

4 N(0,aVar(d))
= R(B)aVar(B)R(B)’
R(B) aVar(B)R(B)

This is the Wald statistic. It can induce confidence regions similarly to the confidence intervals above
— however these are ellipsoids. These will be appropriate if one is genuinely interested in simultaneous
inference of several scalars, and their projections onto the axes will be valid but (possibly very) conservative
confidence intervals.

Remark. A sufficient condition for this to hold is that both R(j3) and aVar(3) are full-rank, which would
mean that the hypotheses must be (locally) linearly independent at the truth — for linear hypotheses, this is
easy to check and a global property.
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3 Instrumental Variables

Remark. Instrumental variables are of huge importance across economics, and are one of the greatest
contributions of econometrics to empirical methods across science. They are actively used in causal inference
across disciplines, specifically in biostatistics. Their appeal is that they allow for causally interpretable
estimates if we think that (i) the linear model (or generalizations) is structural so 8 has causal interpretation,
but (ii) e correlates with X, because it absorbs relevant omitted variables. Of course, this remarkable result
requires strong assumptions.

Model. For simplicity, consider simple linear regression

Y=0+5X+e

where we cannot assets that EXe = 0. The interpretation is that 5; has a causal interpretation, but we
could not estimate all relevant covariates. Now suppose that we have a random variable Z with the following
properties:

cov(Z,X)#0 and cov(Z,e) =0
— ——
Relevance Validity

This implies that
cov(Z,Y)  PBicov(Z,X)+cov(Z,e)

cov(Z,X) cov(Z,X) =h

Example. (Ginburgh & van Ours (2003)) Y is the career success of a classical musician, X is their placement
in a prestigious competition for young musicians, and Z is the order of appearance at the competition. The
effect of X on Y is interesting, but ‘talent’ impacts both. However, appearing late in the competition
(verifiably) predicts success! Since order of appearance is random, it serves as an instrumental variable (or
just instrument).

Definition. Relevance requires that cov(Z, X) # 0. We need there to be some instrument-induced variation
to play around with. Otherwise, we could pay a research assistant to flip coins all day and use that as an
instrument.

Relevance must be testable. The covariance is consistently estimated with its sample analog. Indeed, it is
standard practice to report the F-statistic from a ‘first-stage regression’ of X on Z.

Definition. Validity requires that cov(Z,e) = 0. We need the instrument-induced variation to be exogenous.
Otherwise, we could just use X as an instrument for itself.

Validity is not testable. This will change once we have more instruments than regressors.
Definition. We can illustrate causal models using Directed Acyclic Graphs (DAG). Arrows read as ‘causes...’.
The traditional OLS graph is Figure 2.

Figure 2: OLS DAG. The r.v. Z plays no role, and cov(X,e) = 0.

If X is endogenous, the DAG may look like Figure 3.
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Figure 3: OLS DAG. The r.v. Z plays no role, but cov(X,e) # 0.

The typical DAG representation of instrumental variables is Figure 4.

/@

o

Figure 4: IV DAG. cov(Z, X) # 0, cov(Z,e) = 0, and cov(X,e) # 0.

® ©

Example. Instrumental variables in medical statistics: Mendelian randomization is an instrumental vari-
ables technique. The idea is that, in our terminology, genetic variation exogenous. Think about Y = coronary
disease, X = HDL cholesterol level, and € = confounders (of which there are many — diet and lifestyle heavily
affect HDL cholesterol level). If we have some genetic variant Z that increases HDL cholesterol level, we
can use that as an instrument. The bottleneck assumption is that Z affects only HDL cholesterol level, not
coronary disease.

Example. Some famous® examples:

1. Wright (1928) was the first example — he wanted to estimate supply and demand elasticities for veg-
etable oils, but realized that quantities and prices are equilibrium quantities and prices, so endogenous.
He used demand shifters (price changes of substitutes) and supply shifters (weather) as instruments.
He averaged the estimators, which is something we would do now.

2. Angrist & Krueger (1991) aim to estimate the returns to compulsory schooling, but selection into
schooling is correlated. They instrument it by quarter of birth, where a different quarter may lead to
another year ‘exposed’ to compulsory schooling.

3. Angrist & Evans (1998) want to estimate the effect of having children on female labor force participa-
tion, but the decision to have children is endogenous. They instrument with gender of children — this
is clearly random, but some parents prefer to have children of both genders so if they have two of the
same, they are more likely to have a third than if the two are different genders.

4. Card (1993,5) looks to estimate the returns to college education, but college attendance is endogenous.
He instruments college attendance with distance from a college growing up, which may be pivotal in
attendance decisions.

Definition. We will derive the IV estimator as a Generalized Method of Moments (GMM) estimator. Recall

3Note! Famous # good!
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the method of moments: If we assume
Y =X'f+¢6EXe=0=E(X(Y - X'8) =0
then a natural idea for estimating [ is to solve the empirical moment condition
En(X(Y —X'B)) =0

which clearly yields the OLS estimator (as the above is the FOC of the minimization problem). However,
if we assume that EXe # 0, then OLS will be inconsistent for 5 because it will estimate the projection
coeflicient

b = (EXX')'EXY =+ (EXX')'EXe

However, if we also observe a random k-vector Z with EZe = 0 and rank(EZX’) = k, then we have the
moment condition
E(Z(Y - X'B)) =0= = (EZX')'EZY

where the assumptions assume that this is well-defined. Naturally, the estimator is
Bry = (BnZX') 'E,ZY
Note that .
Brv = (B, ZX' ) 'E,ZY = (B, ZX") ' Z(X'B+¢) =B+ (B, ZX')'E, Z¢
—_—
= estimation error

From here, consistency follows essentially directly as E, Ze 5 0. However, we cannot claim unbiasedness,
even if we assume the stronger that E(e | Z) = 0. We will defer asymptotic theory until later. Note that
some components of Z may also appear in X, because if some elements of X are unassociated with e, they
can act as their own instruments. By setting Z = X, we consider OLS as the special case of X instrumenting
itself.

In the simple linear model, when X and Z are scalars, the IV slope estimator can be expressed as

S (Zi - Z)(Y, - V)
> (Zi - 2)(Xi — X)

The data matrix expression is, naturally, 37 = (Z'X)~1Z'Y. For an application, consider regressing X on
Z and then Y on X. In data matrix notation, we have

B=(X'X)"'X"Y
=((2(Z2'2)7'2'X)(2(2'2)"'2'X)) " (2(2'2)" Z'X)'Y
= (X'2(Z'2)'7'2(2'2)' 2’ X))\ X' 2(Z2' 2) 1 Z'Y
= (X'Z(Z2)'Z7X)"'X'2(Z2) ' Z'Y

=( )IZZ(XZ X'z2(7'z2)7 7'y

=(Z'X)"

/

\/\/

Z'X
7'X
Remark. The IV estimator can be thought of as a two-stage model where we project X onto Z and then
project Y onto the fitted values X. This gives some straightforward intuition — we exploit only the variation
in X that is due to* variation in Z. This interpretation is closely related to the DAG interpretation, and it’s
why the regression of X on Z is often called the first-stage regression. It is usually reported and should be
highly significant — a rule of thumb is that F' > 10 for the overall first-stage regression.

4In a correlative sense, we have not made causal claims. We will return to this when thinking about machine learning and
optimal instruments.
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Also note that this does not require Z and X to be the same length — we can use more instruments than
regressors. However, a caveat:
Definition. If Z’X is not square (but assuming it still has maximal rank!) the algebraic deviation becomes

B=(XX)"'XY

=((z(Z2'2)'2'X)(2(Z2'2) 2’ X)) 2(2'2)" ' Z'X)'Y

= (X'Z(Z'2)' 2’ X)'X'Z(Z'Z)' Z'Y = Brsis
where we can go no further than the last step. This is the two-stage least squares (TSLS) estimator.
Remark. A major difference in the estimators is that for IV, Z’¢ = Z’(Y — X3) = 0 by construction. Can
this also be true in TSLS? No! With ¢ > k instruments, this is ¢ linear equations in k unknowns. This has
some major implications: the estimator cannot set Z’c = 0, but we can show that the estimator minimizes
(in b) ||1Z'(Y — Xb)|| for some norm, not necessarily the best norm. However, the validity of instruments
becomes testable — in large samples, we should have that %Z 'é ~ 0. These considerations lead us from two-

stage least squares to the generalized method of moments. Detailed asymptotic characterization of TSLS
follows from GMM.

We can think about asymptotics of the simple instrumental variable case, where
Y =0+pAaX+e¢

where (Y, X, z) are scalars, and we make the further assumption of homoskedasticity.” From previous algebra,
we get that

\/ﬁ% Z?:1(?l - Z>5i_
%Z:‘L:1(Zi - Z)(Xi - X)

\/ﬁ% >ie1(Zi —EZ)e;
LS (Zi - EZ)(X; — EX)

g/\M:N(O _2)

o
)
POZ0X piok

V(BlY — pi) =

+ Op(l)

We can compare this directly to

2
. o
Vn(BPYS — B BN (0,—2>
Ox
So the asymptotic variance of the IV estimator has the first stage explained variation in the denominator.
Remark. This is not a result about finite sample variance! In fact, the finite sample variance of the IV
estimator does not exist.

A corollary of this result is that the IV estimator has higher asymptotic variance, as a trade-off to bias.
If p> = 1, the two asymptotic variances coincide (in fact, the estimators algebraically coincide — this is
equivalent to using X as an instrument for itself). The asymptotic variance diverges to co as p — 0, which
suggests some intuition about weak instruments.

Definition. A weak instrument is an instrument Z where corr(Z, X) ~ 0, meaning that the instruments
explain very little of the variation in X.

Example. (Following Staiger & Stock (1997)) To formally model a weak instrument, set p,, = %. Asymp-
totic approximation is powerful — it allows us to invoke CLT and other results. However, in a pointwise
perspective as it trivializes the problem as previous asymptotics hold for any p # 0. Parameter drift allows
us to invoke asymptotic approximations without approximating away the problem. Compare to Pitman Drift
for analyzing the local power of hypothesis tests. The idea is not that parameters actually change with n.

5We make this assumption because (i) the asymptotic variance is instructive, and (ii) it allows us to formally characterize
weak instruments.
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Rather, the idea is to internalize the intuition that whether an instrument is weak depends on p in relation
to n. See Goldberger on micronumerosity for more on this.

We will develop this for scalar (X, Z). See Hayashi for a general statement. The first- and second stage
regressions are

Y=0p+X+e
71

X = —7
’Yo-l—\/ﬁ +n

Then ) ) VEL(Z - 7
h=h = FEZ- DX -X)

but

o S "
VIE(Z — Z)(X — X) = aEn(Z - Z) (70+ ﬁmn)

= 'VIEn(Z - Z)Z‘F\/ﬁEn(Z - 2)77
—_——
£)’)’10’2Z

Assuming CLT applies, we attain that

~ a
Bl — 51 —d> m Where (Z) ~ N(O, Q)
A

where ( is the variance-covariance matrix of (Ze, Zn). This estimator is inconsistent! Indeed, it converges to
a distribution. Observe that the extent of this problem scales inversely with |y;| — as |y1| — oo, the problem
vanishes.

Remark. One of the examples referenced above, Angrist & Krueger (1991), has an instrument that is
arguably weak, though n is large. Bound, Jaeger, & Baker (1993) replicated some of their tables with a
random ‘instrument’ they added to the data. This spawned a large literature in weak instruments. Here at
Cornell, Pepe has done a lot of work on weak instruments.

Remark. We might think about using many instruments instead of one strong instrument. In fact, if we
let the number of instruments grow as n grows, Hansen has a formalization of the fact that that estimator
is inconsistent.

Remark. We can also encounter issues with ‘too-strong’ instruments. These do not exist in theory, but
consider the example where (i) we think that X is endogenous, and (ii) corr(Z, X) = 0.99. Theoretically
there’s no issue with this, as long as cov(Z,¢) = 0. However, that’s not testable, and intuitively it would
be very strange if Z and X were so correlated and Z would not at all be covariant with the errors. So in
practice, we often want F' < 25, even though in theory higher F' is better.
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4 Generalized Method of Moments

The Generalized Method of Moments (GMM) and its relatives like the Method of Simulated Moments and
Indirect Inference are of great importance in applied work. This statement (and the name!) are due to
Hansen (1982), and contributed to his Nobel Prize. There were precursors to a large part of this theory,
but we will develop a fairly general statement, though we restrict attention to linear moment conditions.
Nonlinear GMM will be developed as a special case of extremum estimation.

We can think of GMM as extending TSLS in several ways:

1. Since we cannot set sample moments exactly to zero, we must choose a norm to minimize. Is there a
best norm?

2. We allow for heteroskedasticity also in the estimation stage (Heteroskedasticity robust standard errors
for TSLS are straightforward and standardly used, but we will see that in the estimation stage, TSLS
can be argued to presume homoskedasticity.)

3. We consider testing instrument validity

4. Tt will become clear that restricting to linear moment conditions simplifies the math but is not essential
Remark. The generalized in GMM refers to the fact that we allow for (and explore the implications of!)
overidentification, when we have more moment equations than parameters.

Definition. We know that
Eg(Y,X,Z;0)=0

where § € R* and g¢(-) is a known smooth function mapping into R, with ¢ > k. The case of £ > k will be
called overidentified. We will assume g(+) is linear. This is not essential.

Remark. This yields OLS, IV, TSLS, and (after generalizing to multiple outcomes) seemingly unrelated
regression equations (SURE) and simple panel data estimators as special cases. For future reference, consider
also probabilistic regression (probit) where E[X (Y —®(X’f))] = 0, and best-response conditions such as Euler
equations (this was the original application of GMM, from Hansen & Singleton (1983)).

The GMM estimator is

oW) = arg;nin Jn(9)
In(0) = ngn(0)' W g,,(0)

3.(0) = > g(6:)

where W is a weight matrix defining the norm that we minimize. Recall that if we are overidentified, we
cannot set J,(0) to zero. We therefore have a family of estimators, and will think about how we optimally
choose W. The scale factor in J,(-) is for convenience, ensuring that it converges to a non-degenerate limit.
Example. We begin with the linear case, where

9(B,) = Z(Y = X'B)

This covers all of the estimators we’ve seen so far, where we might have Z = X. In data matrix notation,

the estimator minimizes
(Z'Y - Z'XB)YW(Z'Y — Z'X )
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so the first order condition is:
—2X'ZW(Z'Y — Z'X3) =0
— X'ZWZ'XB=XZWZ'Y
—= B=(X'ZWZ'X) ' X' ZWZ'Y
= (S%ZWSXZ)_lsﬁczWSXY}

where the last line is the same in Hayashi’s notation. More instructively, if we set © = Z'Y and G = Z'X,
we want to minimize

(n—GB)'W(n—GB)
which looks exactly like weighted least squares with k regressors, £ observations, and weights W, so that

B=(GWG)'G'Wu
We can additionally directly compare

BammW) = (X' ZWZ' X)X ZW Z'Y
Brsis = (X'Z2(Z2'2) ' Z' X)) X'2(Z'2)" ' Z'Y

so the TSLS estimator is GMM with weights (Z’Z)~! This raises two immediate questions: Since we have
a family of weight matrices, which one is the best? When, if ever, is that best weight (Z'Z)~1?

We can think about the WLS example — what are the best weights in WLS? With i.i.d. data® they are the
inverse standard deviation. More generally, the ideal W is the variance-covariance matrix of errors e.

This raises the idea of estimating the optimal W. But didn’t we have earlier than generalized least squares is
rarely used in practice? Yes! But this example has limitations. The variance-covariance matrix of € is n x n,
and estimating it comes with a number of additional assumptions (and/or nonparametric convergence rates).
In our WLS example, the error is n = u — G5, where the variance-covariance matrix is ¢ x £. Estimating
that is plausible.

This result motivates two-state (efficient) GMM:
1. Compute a preliminary estimate of 8 to get residuals
2. Use residuals to estimate the optimal weight matrix 144
3. Report a final estimate BGMM(W)

We will show that this procedure minimizes asymptotic variance, and if we assume homoskedasticity the
TSLS weights (Z’Z)~! will indeed be optimal.
Assumption 4.1. We have the following assumptions for GMM:

1. We observe i.i.d. realizations (Y;, X;, Z;),i =1,2,...
2. B(Z(Y — X'B)) =0

3. E|Y?| < oo, E[| X||* < 00, E||Z||* < 00

4. Q=E(ZX') has full rank k

5. W is positive definite

6. Q=E(ZZ'e?) is positive definite.
Remark. Assumptions 4.1 are also the assumptions for TSLS, which will emerge as a special case.

6Note: excludes panel estimators!
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The GMM estimator has the following asymptotic distribution (a generalization of the algebra from OLS):
Bavm (W) = (X' ZWZ' X)) X' ZWZ'Y
=B+ (X'ZWZ' X)) ' X' ZW Z'e
1 1 1 1
=p+ (—X’ZW—Z’X) —X'ZW=27'¢
n n n n
_ 1
=B+ (B(XZWE(ZX")) 'E(XZ\W=2"c + op(1)
n

= B+ (QWQ)IQW= 7' +0p(1)
= Baumu (W) =B850
ViBern (W) = B) 5 N0, (QWQ) L QWaWwQQ'WQ)™)
Remark. This only requires second moments, not fourth moments.

The matrix Q = E(ZZ’¢?) is really the variance-covariance matrix of the moment conditions. Intuitively, a
condition under which 2 has larger variance across the diagonal is noisier. In fact, in the WLS example from
before, 2 parameterizes the heteroskedasticity in our regression with ¢ observations and k£ parameters. This
suggests 27! as the efficient weighting matrix — which we do not know, but can estimate using residuals
from a preliminary regression. Furthermore, the earlier results hold if W w.

Theorem 4.1. Let Assumptions 4.1 hold, and let W B W*=Q-!. Then:

1. The asymptotic variance becomes
V= QW)W QQWTQ) T
which simplifies to
V= Qo)
2. V* as defined in (1) is the best asymptotic variance: V> V* for any other estimator (meaning that
V — V* is positive semi-definite)”
3. V* is only attained by estimators that are asymptotically equivalent to B(Q_l).

Proof. We will show that (i) with efficient weighting, V' simplifies to V*, (ii) V' > V*, and (iii) the inequality
is strict unless the estimators are (asymptotically) equivalent. First, write:

V = AQA, where A =WQQWQ)™!
V* = B'QB, where B=Q7'Q(Q'Q'Q)™!

and observe that
B'QA=(Q'Q7'Q) Q' Q' awQQWQ) ' =V*=BQB = B'QA-B)=0
Thus,

V=AQA=(B+(A—B)QB+ (A-B))=BQB+(A-B)QB+B'Q(A— B)+(A— B)Q(A- B)

v 0 0 p.s.d.

O

7This ordering is very strong! The efficient estimator will also minimize the variance of any p’#, through linearity of the
quadratic form.
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Remark. This motivates the efficient (two-stage) GMM estimator:

Brsamm = W)

where B is any consistent estimator of §, for example a GMM estimator with any reasonable weighting
matrix. The industry standard is TSLS.
Remark. We could also use the centered estimator

W = [E, ((Z¢ — En(Z€))(Z¢ — E,(22)))])

which literally estimates the variance, rather than the uncentered second moment of Z. The two are the
same if EZe = 0, but the centered estimator is consistent for variance even if the model is misspecified.
Remark. If we further assume homoskedasticity, so that

E(e? | Z) =0? = Q=E(Z7'c?) = 0’E(Z2)
the estimator with the ideal weighting matrix simplifies:

Baum (Y = (X' Zo 2 (EZ22) ' Z2' X)X Zo 2(EZZ') ' Z'Y
= (X'ZEZZN ' Z X))\ X' Z(EzZ") 1 Z'Y
but EZZ’ can be estimated by E,ZZ’ = %Z’ Z. Because % cancels from the expression, we can succinctly
write
Bamm () = (X'2(Z'2)' 2/ X)X 2(Z' 2) ' Z'Y = Brsws
So under homoskedasticity, the efficient estimator is the two-stage least squares estimator!
Question. Should we always do Efficient GMM?

The case for efficient GMM is more compelling than for FGLS, and some results (notably specification
testing) require efficient GMM. In practice, efficient GMM is quite common. However, there are some
caveats. In finite sample, estimating €2 introduces noise. Monte Carlo simulations suggest that with small
samples and moderate heteroskedasticity, TSLS may perform better. On the other hand, estimation of €
could in principle be iterated, which (under conditions that guarantee convergence at least asymptotically)
removes path dependency. Implementations for this exist, but asymptotic analysis does not suggest a gain
and we might be concerned about error propagation.

Definition. With modern computing power, we could also directly compute

Bearin =8 arg;nin 9n(B)Wgn(B)

where we optimize over the criterion function and the weighting matrix at the same time. This is called
Continuous Updating GMM , and while not numerically the same estimator has the same asymptotic distri-
bution.

Question. Should we use all the instruments we can think of?

Now that we can use more instruments than regressors, we might be tempted to use all instruments we can
think of, including ‘technical instruments’ (polynomials of instruments, etc). Intuitively, we shouldn’t do
that. But what is the formal argument against? First, every instrument must be justified, so the ‘cost of
assumptions’ will increase (especially the exclusion restriction). Second, estimating another weight matrix
introduces more finite sample noise. Third, even without weighting it can be shown that TSLS is inconsistent

8Unique result under conditions, which we just assume here.
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if there are many instruments in the sense that ¢,,/n — « > 0. For this, the instruments don’t even need to be
weak. Actually, in practice we should only invoke asymptotics if n > ¢, limiting the number of instruments
we can use.

Definition. What is qualitatively true in overidentified (¢ > k) models is that the model itself can be tested!
We can actually introduce the joint validity of moments test. This works because we can (empirically) test
the assumption that the instruments are orthogonal to the sample.

Theorem 4.2. Under Assumptions /.1, assuming the model is overspecified, then

Jn = J(Brsaan) = X3,

Remark. The intuition here is that we try and set an ¢-vector to zero but only have k free parameters to do
so. This means we have a residual with ¢ — k degrees of freedom. If the model is well specified, the residual
is of order O(n~'/2). If (and only if!) we use the efficient weighting matrix, it is further asymptotically
multivariate standard normal in a certain (¢ — k)-subspace. Then its square is is X%_ k-

Proof. Previous results imply that %Z’ e = Op(n~—1?), so we write’

/
J,=n (lz'é> 0! <lz’é>
n n
~n <lz'é> 0! <1Z’é>
n n
! 1
=n <C” Z’é) (c'0e)~t <C”—Z/é>
n

where Q7! = CC" <= Q(C’")~"'C~!, meaning that C is the Cholesky Root of 27!, Next, we have that

n

(0’%2'5) —C' 7 - X(B-B)

— Cllzl

r -1
= |, -’ (12’ ) (<1X’Z)Q1 <lZ’X)> <(1X'Z)Ql <IZ’C)> oy
n n n n n n
r -1
~ |1 —-c (lzfx) ((b«z)m (1”)) ((lez)ca (lz@))] oLy
n n n n n n
ﬁA_/-
L =R
DR DP\—1 0/ 1,
:<IZ—R(RR) R)Cng

(I, - R(RR)™'R) CI%ZIE, where R = C'E(ZX')

Q

We so far have

1 ! 1 1 1
Jo~n (C’—Z’é) (C’—Z’é) and (C’—Z’é) ~ (I, - R(RR)'R)C'~Z'¢
n n n n

91n this proof, ~ means that we drop an op(1) term.
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and observe that
Naed (%z) 5 N (0,C'C) = N(0,C(C') 1 C71C) = N (0, )
Define the random variable u ~ A (0, I;), then it follows that
Ju % (I = R(RR)'R) (I = R(RR) 'R u~ 3,

because I, — R(R'R) ™' R’ projects u onto a lower dimensional subspace. It remains to show that the subspace
is of dimension ¢ — k. This follows from the fact that I, — R(R'R)~!R’ is the annihilator matrix associated
with R = C'E(ZX"), which has rank k¥ and null space of rank £ —k. (You could use the rank-nullity condition
of idempotent matrices to prove this statement directly). O
Example. Visualization of the above theorem. Consider a situation with & = 1 endogenous regressor and
¢ = 2 instruments, where:

=[G |

sz [l] = n= 1]

The first moment condition has four times the variance of the second, so in th(/e WLS analogy it should be
given half of the weight. The column space of R is the line spanned by [1 /2 1] , so its null space is the line

spanned by [—1 1/ 2}’. Visually, we have Figure 5.

A
W

h 4

Figure 5: Column Space and Null Space of R in a simple example. An element is projected onto the column
space, leaving residuals in the null space that are also standard normal.

Definition. Let § = r(3) and 6 = r(j3) for some function r : R¥ — RY, where r € C!. Suppose also that

R(p) = 85%3) has full rank of ¢ at the true value of 8. Then we can construct a Wald test:

W=n(0—0) (RA)VsR()  (0-0)% 3

We will later develop other tests in a more general setting.
Remark. We can extend this analysis to multiple equations, where

Yo = XonfBm + €m m=1,...,
EZynem =0 m=1,...,

SIS
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The X, may be the same (like in seemingly unrelated regression equations), or they may overlap (like in
panel data with some time invariant regressors) — coefficients are not restricted across equations in a general
setting, but they are in many applications.

Example. In Seemingly Unrelated Regressions (this example from Griliches, 1976), we may have that

LW69 = a1 + B1 - schooling69 + 1 - IQ + 61 - experience69 + €1
KWW = as + B2 - schooling69 + v - IQ + e2

where LW69 is the logged wage, and KWW is a measure of ability (as are IQ) and experience69). We can
think of this as regressing the two outcomes on the same regressor but assuming a priori that 6; = 0.
That alone makes this model overidentified, and jointly estimating both equations leads to a more efficient
estimate (if we believe the assumptions!). We can construct a (fictitious) version of this with panel data, and
get

LW69 = a1 + By - schooling69 + vy - 1Q + 91 - experience69 + €1
LWS80 = ais 4 B - schooling80 + 2 - 1Q + §o - experience80 + €2

We can define

o X, 0 0
B " - 0 X, 0
V=1: X = _ ]
[V ] 0 0 X
o Z; 0 0
~ A - 0 Z 0
p= Z = )
n ] 0 0 - Zyu

and we have the moment condition

and estimator
BOW) = (Ea(XZ)WEL(ZX") ™" (En(XZ)WE,(2Y))

The estimator is the same as before, except that the data matrix notation becomes unwieldy. Assuming that
(Y, X, Z) fulfill Assumptions 4.1, we have that

Ig

V(B(W) — 5 N(0,Vp)

@QWQTQWaWQEQWQ)™!
E(ZX
E(Ze

)
Z')

and results on efficient GMM are also the same as before.

Remark. This is extremely powerfull We just derived a collection of historically distinct estimators. A
small caveat is that we must think very carefully about what the assumptions on the new objects actually
mean. We’ve made the assumption that (Xy,..., X, Y1,..., Y, Z1,..., Zy) are allii.d., which is stronger
than assuming that equation-by-equation.

Remark. This is the same as estimating the equations separately (i.e. will lead to the same result) if (i)
everything is just identified or (ii) W is block diagonal, where its blocks correspond to equations. It can be

D Qi Q
||
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instructive to write out the estimator for M = 2:

B0 = Xlzl) 0 Wi Wia] [En(X12)) 0 -
E,n(X2Z5)| |[Wa1 Wag 0 E,.(X22})
[En XlZ{) 0 } {WH ng} [En(ZlYl)}
E,(X2Z5)| [War Waa| |En(Z2Y2)
_ (B, (X1 Z)WhE.(Z:X]) En(X1Z])Wi2E, (Z2X5) ) E,(X1Z))W11E,(Z1Y1) + En (X1 Z7)W12E, (Z2Y3)
|En(XoZy)Wor1En (21 X])  En(XoZ5)WosEy(Z2X3) E, (X2 Z)Wor B (Z1Y1) + Ep (X2 Z5) WasE, (Z5Y3)
What happens if Wyo = Wy = 07 We get the simplification:
_ (B, (X1 Z))WE,.(Z:X}) 0 } ] FE”(XlZ{)WHIEn(ZlYl)
0 n (X2 Z5)WasE, (Z2X)) E,(X2Z5) WK, (Z2Y3)

En(
_(En(XlZi)WUEn(ZlX{))_lEn(Xlzi)WuEn(Zlyl)}
(B (X2 Z5)WaolK, (Z2X5)) ™ B (X2 Zy) WaoEr, (Z2Y2)

_5:1(W11)
| B2(Wa2)

So when we assume that the cross-equation weights are zero, the multi-equation GMM just stacks the single
equation estimators!

Question. When should we estimate equations jointly?

Answer. If we naively interpret this result, we could estimate all of the equations in the world jointly — if
they’re actually unrelated, the weighting matrix will pick that up. This seems intuitively untrue, but how
do we show it formally? Well, we face an escalating number of nuisance parameters (entries of W). More
importantly, model misspecification is contagious — the estimator’s probability limit equals

plim A(W) = B+ (E(XZ)WE(ZX")) " E(XZ)WE(Ze)

If any one entry of E(Zg) is nonzero, then every entry of the matrix product is nonzero. This holds unless
W is block diagonal in the equations. In that case (and only that case!) the joint estimation is efficient.
Example. Multiple Regression vs. Seemingly Unrelated Regression If X1 = -+ = Xpy = 21 = -+ = Zypy,
then this is just multiple regression — that is, we regress different Y7, ..., Y3, on the same exogenous regressors.
We can verify that the estimator just stacks OLS in this case.

Alternatively, suppose that some regressors are dropped from some equations, meaning that we think their
coeflicients are zero. However, we still consider them exogenous in all equations, so we can use them as
overidentifying instruments. Formally, let Z; = --- = Zy; = Uf\r/f:l X, and the X, are not all the same.
This is the Seemingly Unrelated Regression (SUR) estimator.'”

Remark. As we add assumptions to the basic model, we can recover some classic estimators that were
developed independently. These assumptions typically allow us to simplify expressions. See Hayashi for
more detail.

e If we assume homoskedasticity, we get Full Information Instrumental Variables Efficient (FIVE) esti-
mation (from Brundy & Jorgenson, 1971)

e If we additionally assume that Z; = --- = Z;, we get Three-Stage Least Squares (3SLS)' (from
Zellner & Theil, 1962)

e SUR is the final specialization, where we set Z; = --- = Z); = Uf\n/le X

10Historically, it would also require homoskedasticity, but that’s actually a distinct issue.
11Tn modern terminology, this is a two-stage estimator. However, it could be expressed as TSLS with ‘pre-pre-estimation’ of
cross-equation correlation of errors, hence the name.
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Remark. Next, we can think about common coefficients. Consider the following specification:
Y, = Xon8 + €m, EZ,cm =0Vm=1,.... M

The main intuition here is that an essentially the same (but not constant) covariate is observed across
equations. We do not need to revisit every covariate in every equation: some components of X,, could be
zero almost surely. If we define

M P A
Y=|": ;o X = [Xl XM] ;. L= . . :
Yo 0 0 Znr
then we have moment condition E(Z(Y — X’)) = 0 and estimator
BW) = (B (XZ)WE,(ZX")) " E (X Z)WE,(ZY)

This looks like what we had before, but the different definition of X changes identification: that E(ZX’) has
full rank is implied by E(Z,, X/ ) having full rank for each m =1,..., M.

Common coefficients allow for estimation of many parameters that would not otherwise be identifiable. An
important application is panel data:

e If we impose the assumptions that characterized SUR before, we get the Random Effects estimator
e If we furthermore assume that €, is uncorrelated across m, then this simplifies to Pooled OLS

The difference between those estimators is about efficiency, not identification. We will revisit random effects
and pooled OLS soon.

Remark. Efficient GMM vaguely resembles WLS or Feasible Generalized Least Squares (FGLS). As a
reminder, weighted least squares minimizes

Y = XB)W (W — Xp)
where the weighting matrix W gives differential weights to different observations. If we know that E(ee’ |
X) = 02 - Q for known , then setting W = Q7! is variance minimizing, and the resulting estimator is
the BLUE by Gauss-Markov. To see the analogy to WLS as undergraduates learn it, note that we can
equivalently minimize

(CY = XB)(CY — XPB))

where C' is the Cholesky root of W. In particular, if observations are uncorrelated,

2 0 - 0 /o2 0 - 0 o 0 - 0
2 ... 2 .o ...
T e AR I B O
0 0 - o2 0 0 - 1/02 0 0 - 1fon

and the minimand can be expressed as Y ., ((y; — z8)/0:)?.
Question. What do we do if we don’t know Q27 We could estimate it, but estimating an n X n matrix from
n data points seems absurd.

There’s two possible paths: (i) if we have a specific parameter model for how E(¢? | X = z) changes with z,
we could estimate it; and (ii) we could run a general flexible regression of /i? on X. The latter regressions are
often run to construct Breusch-Pagan or other heteroskedasticity tests. However, (i) is rare and for (ii) we
incur a lot of effort (and error propogation!) for reweighting that only matters if weights are very different
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than even. This explains why the latter approach has a name (Feasible Generalized Least Squares) but is
extremely uncommon in practice.

So what does this have to do with GMM? We can write the GMM estimator as the weighted OLS estimator
in a fictitious regression, where we set u = Z'Y and G = Z'X, then we want to minimize

(n—GB)W(u—GB)

and this looks like WLS with k regressors, ¢ observations, and weight matrix W. The closed-form WLS
estimator

Bwrs = (GWG)'\G'Wp

precisely recovers the GMM estimator (once we substitute back the transformations). So if GMM is similar
to FGLS, why is it so much more common? The analogy is useful but has limitations. Every moment
condition in the original problem is an ‘observation’ in the fictitious regression. In our WLS analogy, the
‘error’ is n = pu — G, with variance-covariance matrix of size ¢ x £, so we are estimating a much smaller
matrix, which becomes a lot more precise as n grows! We can also see this in the objective functions:

(Y = XB) W (Y - XB) vs. (n =GB WV (1= GB)

nxn IxL
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5 Panel Data

Remark. An extremely quick and non-exhaustive treatment.

Definition. Panel data are data that come in a two-dimensional array, most commonly in ‘time’ and ‘units
of observation’. We have sample size n and number of waves T. With a balanced panel, we have nT
observations.'? We call a short panel one where in practice T < n, and the asymptotics require that we fix
T and let n — oco. Alternatively, we have a long panel, where we fix n and let T — oo. This is really a
multivariate time series. Some applications require analyses where we send n — oo and 7" — oo at the same
or different rates. Here, we consider only short panels.

Remark. All estimators in this section are variations on multiple equation common coefficients GMM. We
will develop from specific to general here, starting with

Yie = Xi8 + cit where E(X;e) = 0

From there, we get:
Definition. The pooled OLS estimator is defined as

n -1 n
oo = (z x;xi) S0y, - ()XY 5 g
=1 =1

This is unbiased and consistent under the assumptions that confirm that previously (where X and Y are
pooled data matrices). It also has the same asymptotics if we make the same assumptions as above. However,
the homoskedasticity assumption is incredibly strong here. At the very least, we need to use a cluster-robust
variance estimator

n
Voot = (X'X) 71 <Z X{éiéiXi> (X'X)!
=1

We had previously omitted cluster-dependent errors, but note the analogy to FGLS: the central term es-
timates the (T x T)-matrix E(X/é;€;X;). However, we could do even better! As previously, the variance
matrix is ‘small’, which raises the possibility of using an FGLS-like approach for estimation. In fact, we are
precisely doing efficient (multi-equation) GMM.

Definition. A popular model is the Random Effects Model, where we assume cross-sectional homoskedas-
ticity but with the specific structure

on+o? o o
| X) v ontal o
E(ge: | X;) =
i i . . .
2 2 2 2

which has only two degrees of freedom. The assumption here is that €;; = u; + €;; where u; and ¢; are
uncorrelated. In other words, our structural equation becomes the model

}/it = X,:fﬁ + u; + €54 where E(thul) = E(Xiteit) =0

Remark. The random effects estimator can be thought of as the feasible GLS estimator for this model,
where we pre-estimate o, and o.. We will get more details later, under some theory yet to come. Note
that Hayashi defines the random effects estimator as a two-stage GMM assuming homoskedasticity, which is
similar to three-stage least squares. This treatment has more degrees of freedom.

What’s important is that (i) random effects has the same identifying assumptions as pooled OLS, and (ii) it
adds a FGLS/TSGMM step, and since within-unit correlation of ¢ is both salient and easily modeled (note:

12We will consider only balanced panels.
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in short panels only!), this is often desirable.

Remark. In the random effects model, the condition that EX;;u; = 0 is very restrictive. If we think of
u; as unobserved, time-invariant covariates, we are saying that these cannot at all be correlated with the
observed. If this fails, do we have anything else to estimate?

Consider the Fized Effects (FE) equation
Yie —Yiio1= Xy — Xi,t—l)/ﬁ + €t — €11

When can we estimate this by OLS? We need that (i) €;; is uncorrelated with past and future ¢, and (ii)
that (X;+ — X;+—1) fulfills a rank condition (this will fail with time-invariant regressors). This is the basic
idea of fixed effects estimation, where we can ‘difference away’ the fixed effects in one of three ways: (i) first
differencing (between estimator), (ii) demeaning (within estimator), and (iii) adding an indicator of each unit
(dummy variable regression). Demeaning and dummy variables are numerically the same, and correspond to
the ‘classic’ fixed effects estimator. From the point of view of identification, the methods are the same, but
they imply different weighting matrices. If the weighting matrix is pre-estimated, they are asymptotically
the same.

We additionally have that:

1. The implied weighting matrix M = 1(1'1) 11’ is efficient if the idiosyncratic error €;; is homoskedastic
and uncorrelated. (for the between estimator, we need that ¢;; follows a random walk in direction ¢.
This is less salient)

2. We can actually show that FE equals TSLS (or really SUR), thinking of the cross-equation restrictions
in
]EXisfit =0V S,t

as overidentifying restrictions / instruments

3. The estimator necessarily has higher (asymptotic) variance than pooled OLS. This is because OLS
algebra applies, but demeaning reduces the sum of squared deviations of any random variable

4. For variance estimation, a degrees of freedom adjustment of T'(T — 1) is not negligible for realistic T
and is therefore recommended for including under asymptotic justification

5. In the formal model that motivates the random effects model, the FE estimator can be used to estimate
o2. Doing this first and then backing out o2 is the standard approach
Assumption 5.1. We assume the following:

1. Yi=X,+u+ey forallt=1,....T, T >2
2. X are i.i.d.
3. E(X,s€it) =0 forall s,t =1,...,T
4. Q = E(X/, X;) is positive definite, where X; = (Xio — Xiy ..., Xit — X;)'
5. Eel, < o0, E[| Xi|* < 00
Theorem 5.1. Under Assumptions 5.1,

V(B — B) 5 N(0,Q710Q 1)
Q = E(XZIEZGQXZ)

Remark. Though we don’t go into it here, it is true that undetrended time series can exhibit extreme (and
considerably confounded) correlations. This motivates us to detrend our panel and estimate the equation

Yie = XuB+u; + v + €y
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This is called the Two-Way Fized Effects (TWFE) model, and when T' = 2 (only!) it is equivalent to the
difference-in-difference (DiD) estimation. The best known estimator is the pooled OLS after a double-within
transformation. This is the subject of an active literature (see: Callaway & Sant’Anna (2021), Goodman-
Bacon (2021), etc) and you should consult with an econometrician before using it.

Definition. The dynamic panel is estimated by the equation

Yi=0 Y1+ Xy - B+u +ei

We consider only one lag for exposition. In practice if data have a trend it would be essential to separately
model that to avoid spurious correlation. The qualitatively new problem is that, even under the preceding
assumptions, we have that Yj; is an endogenous regressor in the transformed data. It is most easily seen
with first differencing;:

E(AYi2A€iz) = E((Yiz — Yir)(ei3 — €i2)) = E(Yizeiz) — E(Yir€iz) — E(Yizein) + E(Yir€iz) = *062
N e N e N e N

2

O.E

This finding implies that FE estimation is biased and inconsistent. In fact, if we assume stationarity (Jo| < 1),
the asymptotic bias of & can be computed as

_ 14+«
20/(L =) + (T = 1)/(1 = a™71)

plim &g =

and a bias of the same order (i.e. O(1/T)) is inherited by 3. Note that the bias is negative and not
particularly small even for moderately large T'. We can conclude that FE are not appropriate in this setting.
The previous is from Nickell (1981) and is often called the Nickell Critique. Some practitioners deliberately
ignore this because the fixes have their own issues.

Remark. What can we do about this? Instrumental variables! We write that

cov(Yi—2,AY; 1) #0 ; E(Yi—1A€:) =E(Y;—2€i) — E(Y; 1—2€i4—1) =0

So as long as T > 3, we have an instrument. (More generally, T must exceed the number of lags of YV
used by at least 2). This gives rise to the (Anderson-)Hsiao Estimator. An important limitation is that
the estimator is very sensitive to misspecification, meaning that €;; must actually be uncorrelated and the
correct number of lags must be specified. The above algebra also implies that Y; ;—3,Y; ;—4,... are valid and
relevant instruments (though they get weaker with distance). We can also do overidentified multiple GMM,
which is the Arellano-Bond Estimator, which exists as a one-step (as in TSLS) or a two-step (as in Efficient
GMM) estimator.

6 Extremum Estimation

Definition. An extremum estimator is any estimator defined as

0 = argmin Q,, (W1, ..., W,;6)
0co

for some parameter § in parameter space ©, where Wy,...,W,, is a sample. The criterion function Q,(-)
must be indexed by n because its mathematical form necessarily depends on n. However, usually it is
intuitively the same function at different n. Consider for example Q,(-) = = " | (V; — X/b)2. Similarly to

GMM notation, we will often drop the data and call this @, (9). "
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Remark. The intuition for why this would estimate a true parameter value 6y is that:

0o = argmin Q(6) 6 = argmin @, (6)
9co 0ce
Qu(-) = Q() = 0 — 0

That is, the sample criterion @, (-) estimates some population criterion Q(-) that is minimized at 6. Intu-
itively, in ‘nice’ cases that implies that § — 6y. An illustration of a ‘nice’ case is Figure 6.

Figure 6: ‘Nice’ Extremum Estimation, with the true criterion function, an estimate with small n, and an
estimate with larger n. The true 6, is additionally marked.

Example. GMM
Q(0) = Eg(6) WEg(0)
Qn(e) = Eng(e)IW]Eng(e)
Example. Method of Simulated Moments (MSM)

Q(0) = (w(6) — mo) W (m(6) — mo)

Qn(0) = (7(0) — 7)W(7(6) — 7)

The function 7(-) maps parameter values onto implies moments of the data (e.g. means, variances, or even
entire time series of inflation, unemployment, etc...), where 7y are the true moments and 7 an estimate, and
7(-) is a simulated analog of w(-). This (interestingly) differs from GMM if simulation noise in 7(-) cannot
be ignored. Otherwise, it is just GMM (but sometimes called MSM).
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Example. Nonlinear Least Squares

Q(0) =E(Y —m(X,0))*
Qn(e) = ]En(Y - m(X7 0))2

You could argue that this an example of GMM (and it is!) but it was developed separately.
Example. Mazimum Likelihood

Q(0) = EL(W;0)

The “conceptual” definition is at first glance different, but we will later derive the above from it.
Definition. The most important special case are m-estimators, where

Q(0) = Em(W;0)
Qn(0) =E,m(W;0)

for some known, real-valued function m(-). Some examples are maximum likelihood, where m(W;6) =
(W 0), and one-step GMM where m(W;60) = g(W;0)Wg(W;0). Consider why efficient GMM is not an
m-estimator. This class of estimators is of interest because some of the building blocks of asymptotic theory
are available at exactly this level of geometry. Note that some texts (not Hayashi) use m-estimation as a
synonym for extremum estimation.

Remark. We will next formalize the intuitive argument for consistency. We will start at a high-level and
then verify in special cases. The following will assume that argming.g Qr(6) exists, and we could see that

everything goes through as long as Qn(é) < infpeo @Qn(0) + % Thus, 0 can be an arbitrary choice that

fulfills this constraint. This settles existence and is also practically relevant because f may be numerically
evaluated and thus not exact.
Theorem 6.1. Consistency Assume that:

1. The sample criterion uniformly consistently estimates the population criterion:

sup [Qn(0) — Q(0)] 5 0
ISC)

2. 0y is a unique and well-separated global minimum of Q(-):

Ve>0,36>0stQ° = (0) > Q(6o) + 0

inf
0€0:(|6—0o|| >

Then 6 2 0.
Proof. Fix ¢ > 0 and define Q5, = infyce.(j9—g,|> @n(#). Then we have that
P (10— 0ol > <) < P (@5 < Qu(00)
=1-P(Q5, > @Qn(bo))
0 0
<17 Q0> Q. 5.Qult0) < Q0 + 5

—0

where all inequalities follow from logical implication, and the last step uses the first assumption. Thus,
05 6. O

35



Remark. The preceding result used both (i) uniform convergence and (ii) the well-separated minimum. We
will provide lower-level conditions that imply these.
Theorem 6.2. If we assume that:

1.
2.
3.

Q(-) is continuous
© is compact

o = argming g Q(0') is unique

Then 0y is a well-separated minimum.

Proof. Fix ¢ > 0. By the Weierstrass Theorem, @Q° is attained by some 6° with |6 — 6p|| > . Set
0 = Q(6°) — Q(0y), which is strictly positive by the third assumption. O
Theorem 6.3. If we assume that:

1.
2.
3.
/.
5,

0 is an m-estimator

The data are i.i.d. realizations of W

m(W; 8) is almost surely continuous in 60

|m(W;0)| < G(W) for some function G where EG(W) < oo

© is compact

then Qn () converges to Q(-) uniformly.

Proof. This is the Uniform Law of Large Numbers. O
Remark. We can consolidate the above into a single result:
Theorem 6.4. Consolidated Consistency Assume that

1.
2.
3.

4.

Q(-) is continuous
© is compact

0o uniquely minimizes Q(0)

SuPpee [Qn(0) — Q(O)] 0

Then 6 2 0.

Proof. Sufficiency proved already. We can think intuitively about why each condition is necessary:

1.

Continuity: Without continuity, we could have a unique but not well-separated minimum, so the
function could be arbitrarily close while the estimate is far away.

Compactness: If the minimizer is at the boundary of an open set (i.e. a non-compact domain), then
we will not approximate it, even with an arbitrarily good functional approximation! Alternatively, if
the set is unbounded we could think of similar.

Uniqueness: If 6y is not unique, even a function that is a very good approximation of () may be
minimized close to the ‘wrong’ minimizer, as was seen when we thought about well-separated minima.

. Uniform Convergence: Consider converging pointwise rather than uniformly. We could very possibly

have Q),, limiting pointwise to a function with a true population minimum that is positive distance
from any intermediate minima of the various @,. Think of the limiting behavior in Figure 7, where
we have that the intermediate minima for each @, are approaching the origin, while the population
minimum is strictly positive.

O
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S 4

05 6, 6, 0o
Figure 7: Pointwise (but not uniform) Convergence

Remark. When 6y is not unique, we could think of working with partial identification, which involves
estimation and inference theory for ©; = argmingcg Q() (a possibly non-singleton identified set). This is
an active literature.

Theorem 6.5. Consistency for Convex Q(-) If we assume that

1. © is convex

2. Oy € int ©

3. By uniquely minimizes Q(6)
4. Qn(+) is convex

- 1Qn(0) —QO) BOVoeO
Then 6 5 0.

v

Proof. The proof of a simplified statement is left as homework. Essentially, we need only pointwise
convergence, and the assumptions guarantee that there exists 6 that exactly minimizes Q. (+). O
Remark. We are about to move on to \/n-asymptotic normality. Are there intermediate assumptions under
which we can ensure a rate of convergence without ensuring asymptotic normality? Yes! They relate the
curvature of Q(-) at 6y to that rate. The rate is v/n if Q(+) locally dominates some quadratic function. The
proof is van der Vaart & Wellner’s Argmaz Theorem in Weak Convergence and Empirical Processes.
Assumption 6.1. In order to obtain asymptotics, we need:

1. 05 0,
2. 0y € int(@)
3. Qn(+) is twice continuously differentiable in an open neighborhood N of 6y
4. /n2al0) 94 £r(0, 5)
2Q.(0)>  9Q(0)?|| P
5. Supgen H Sis0- — | =0

2
6. H= agge(gz/) is nonsingular
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Theorem 6.6. Extremum Estimation Asymptotics Under Assumptions 6.1,
V(0 —60) 5 N0, HSH )

Proof. By the definition of 6 and the first two assumptions, we have that almost surely

9Qn ()
00
Using the third assumption and the Mean Value Theorem, we get

%~ o0 T oggp ! 0)

=0

= . . A . . =~ p .
where 6 is coordinate-wise between 6 and 6, in particular 8 = 6. From here, we can combine to rearrange

and we want to show that: _ 1
o (9@ 0Qu(6)
V(0 =) = ( oo ) V" og
—_—

Pyt AN(0,5)

The only thing left to show is the convergence to H. To keep everything neat, define H(6) = aacz(a%)f and
H,(-) analogously. Then we have that

| H,(0) — H|| = ||Hn(0) — H(0) + H(6) — H||
(by D) < |[Ha( 9 9)” + ||H —H||
(by Assumption 1) < sup HHn — H + HH 6) — HH
eN

(by Assumptions 3 & 5) 0

The claim now follows directly from nonsingularity of ‘H and Continuous Mapping Theorem. O
Remark. We can slightly improve on this if the application is specifically nonlinear GMM. Recall that
0 = argminge o {gn (0)'Wgn(0)}-

Assumption 6.2. We slightly refine the above assumptions to fit nonlinear GMM:

0% 0,

0y € int(@)

g(W;0) is almost surely continuously differentiable in an open neighborhood N of 0y
V/ngn(00) 4 N(0,S) where S is positive definite

SUPge N H a%"e('g —E (agg(g/eo)) H =0

6. G= 39(90)

S N

is of full column rank
Theorem 6 7 Nonlinear GMM Asymptotics Under Assumptions 6.2,

Vil —60) % N (0, (GWG) T\ G'WSWG(G'WG)™)
Remark. Two-stage efficient GMM works just as before! The main improvement is that we only need

once-differentiability of g(-).
Example. Mazimum Likelihood MLE is an extremely important special case. Say that we are able to specify
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the distribution of data up to 6, so say the data are distributed with density
f(Wl, ey Wn; 9)
where the function f(-) is known. Then the maximum likelihood estimator is

O = argmax f (w1, ..., w,;0)
[4<C]

Intuitively, this is the parameter value that maximizes the likelihood of observing the data that were actually
observed. For discussion of maximum likelihood, we will think of extremum estimators as maximizing Q(-).

If we assume the data are i.i.d., we have the simplification

éMLEargmaxf(wl,...,wn;G)
fco
n
= argmax w;; 0
gm: };[lf(z )
= argmax » log f(w;;0)

1 n
= argmax — log f(w;; 0
pee N ; ( )

This is a much easier (and often the only realistic) objective to compute. This is typically consistent even if
the data are not i.i.d. (however, we will almost always assume that). The last step just serves to remind us
that it is an m-estimator.

Definition. There are many different ways to think about identification. Here are three we have used:

e In linear moment-based models, it is a rank condition
e In extremum estimation, it is that 6y uniquely minimizes Q(-)

e In Maximum Likelihood, it is
0 # 0o = P{f(W;0) # f(W;60)} >0

or equivalently,
0#0 = IFAecW,P{A} >0, f(w;0) # f(w;0p) Vw € A

where W is the sample space (or the space of all possible realizations of W). Verbally, data that signal
whether 6 or 6y are true have positive probability.
Question. What do these all have in common? If we knew the population distribution of the data,
we could back out 6.

e In linear moment-based models, the rank condition implies that the population moment conditions
could be solved for 6,

e In extremum estimation, uniqueness of the minimum at 6y means that knowledge of Q(-) implies
knowledge of 6y (at least in principle)

e In Maximum Likelihood... we’ll see.
Remark. The term identification is loaded. See Lewbel (2019) for all the (26!) different ways people use it.
In empirical work, they often ask the question ‘where does your identification come from?’ This is unrelated
to our usage, which corresponds also to the term identifiability in statistics.
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Definition. We will introduce the following notation (motivated by Matzkin’s handbook chapter on identi-
fication): (i) F is the set of all possible population distributions of the data W; (ii) © is the parameter space;
and (iii) the correspondence I' : © — F maps each parameter value to the set of distributions consistent
with it.

We can think of the picture:

o

o. o./\-) o *

C) F

Remark. If likelihood is specified, I'(:) is a singleton. In GMM, we have that I'(§) = {F(W) € F :
Erg(W;0) = 0}, so 6 is identified if F € T'(f) implies that T~1(F) = {6y}. We usually consider 0 identified
if the above holds for all possible true values.

Remark. This can be used to motivate some extensions, not pursued here:

1. Partial Identification: T~1(Fp) is a set. This is completely uninformative if it is ©, and point-identifying
if it is {6y }. Often it is somewhere in between.

2. Irregular Identification or Ill-posed Inverse Problems: T'"1(-) is sufficiently ill-behaved so that identifi-
ability formally obtains but, for example, convergence of the empirical distribution F,, to F' may imply
convergence of I 71(F,,) to I"1(F) at a slower, if any, rate.

Remark. In many cases, the distribution of regressors X is not informative about #. That is, we can write

Y, X50) = f,(Y | X;0) fx (X)

then we have simplification

Orir = argmaleogf(Y,X;H)
6co

=1
- aregnéaxz (log f,(Y | X;6) + log fx (X))
€ i=1

n
= argmaleog fy(Y ] X;0)
2t

In practice, many ML estimators reflect this simplification. For the purpose of theoretical analysis, we always
write the estimator as maximizing the complete likelihood.

Consistency of maximum likelihood follows from the m-estimator consistency result above. In fact:
Theorem 6.8. 6y uniquely mazimizes Elog f(W;0) if and only if 6 # 0y implies that P{f(W;0) #
f(W360)} > 0.
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Proof. We write

Elog f(W;0) — Elog f(W;6y) = Elog % < ]OgE%

;0
= log/ ;((’wqi’eo))f(w; 0o)dw = log/f(w; f)dw =logl =0

where the inequality is Jensen’s Inequality, and it is strict unless

m constant almost surely <= P{f(W;0) # f(W;60p)} =0
s V0

O
Remark. The structure of maximum likelihood allows us to both verify the “CLT assumption” and provide
an expression for the asymptotic variance:

/f(w;ﬁ)dwleGG@
z/wdw:O

a0
2/%(;);90)]”(10;90)03111:0
. E (310g](;(9w;00)) _0

This result, called the score equation, is important in its own right: it tells us that maximum likelihood can
be interpreted as a method of moments estimator. Taking derivatives again, we get:

[ T sty [ i) 0108 SE00) s —

0000’ 00 o6’
9 log f(w; 6o) dlog f(w; o) dlog f(w;0)
E( 0600 )+E< 06 06’ )_0
g (97 los f(wibo)\ _ p (9log f(w;bh) Dlog f(w; o)
0000’ N 00 o6’

The last line is, of course, the information matriz equality! Now we write

9Qn(0o) _ 1 zn: dlog f(wi; 0o)
00

1 n
Qn(fo) =~ ;logf(wi,eo) — = 2

But we just showed that E (%W) = 0. We thus have from the CLT:

9Qn(bo) d dlog f(w; ) dlog f(w; o)
Vg _>N<O’]E( BT, 00’ ))

41



This establishes part (4) of Assumptions 6.1. Substituting these findings into the theorem, we get

Va(d — 6o) iu\f(o, (]E <_8210gf(w;90)) >71]E <3logf(w;9o) 810gf(w;6’o)> <E())l>
H

0004’ 00 06’
H S=—H

=N (0,—H")

where we use the Information Matrix Equality. Under our i.i.d. assumption, H is the (Fisher) information
matriz 1(0y), so ML asymptotically attains the Cramer-Rao lower bound. In fact, it is known (we will not
show it) that ML is asymptotically efficient in the sense that it has the smallest asymptotic variance in a
large class of regular estimators. This creates a strong case for using ML, as long as you are willing to specify
a likelihood and can compute the ML estimator.

Remark. Whenever we have a complete likelihood, we can use maximum likelihood, but we could also
use GMM - knowledge of the likelihood implies knowledge of the moment conditions, definitely the score
equations but possibly others. So could GMM match (or possibly beat) the performance of ML? No! we
have directly that

(G'S™'G)™! —1(6y) ! is positive semi-definite

dlog f(w;0o)

rqg—1 -1 _ -1 _

Thus, GMM cannot asymptotically beat ML estimation, as aVar(éG MM) > aVar(éM ). If the likelihood
is known, GMM can trivially match ML by mimicking it, but since those moment conditions would reflect
likelihood information, we cannot in general get ML efficiency without knowing the likelihood.

Example. Suppose we want to test Hy : 7() = 0 where r(-) is a known function whose Jacobian R(-) is
both continuous and has full rank at 6y. The trinity of test statistics are:

1. Wald: W = nr(0) (R(O)S'R(0))~1r(0)
2. Likelihood Ratio: LR = 2n(Q,(0) — Qn(6))

I — 1 2Qu(0) $-10Qn(9)
3. Lagrange Multiplier: LM = n==-3% 1 o

where 0 is the constrained estimator

0 = argmin Q,,(0) s.t. 7(0) =0
(4SS

and where (3,3) estimate the outer product of gradients at (6,0). We can illustrate the hypotheses as:

S R e
S R
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Assumption 6.3. We assume that:
1. \/ﬁ(é - 90) = —H_l\/ﬁanéGO) + Op(l)
2. —anéQO) 4 N(0,%), with ¥ positive definite

3. /n(6 —6p) = Op(1)

4. X =-H
Theorem 6.9. Under Assumptions 6.3, all of the tests (Wald, Likelihood Ratio, and Lagrange Multiplier)
converge in distribution to Xf#r. Furthermore, they are asymptotically equivalent.

Remark. We will take on faith that \/n(6 — 6y) = Op(1), Hayashi shows it from the theory of constrained
estimators. We will only spell out the details for maximum likelihood, for everything else H must be redefined.
We do need that H = —X, meaning that ML is well-specified. We will come back to misspecified models.

Proof. (Only of the convergence statement). The argument for the Wald statistic is entirely above. The
first order condition for the constrained estimation problem can be written as

o0Q, ~
\/_Q()-{-\/_R() ; Vnr(0) =0
We can use the Mean Value Theorem to write

r(6) = r(60) + R(9)(6 — 6o)
= Vnr(6) = VnR(9)(6 — 6o)
— V(R() — R(60))(0 — 00) +/nR(60)(8 — o)
2o

= R(00) - vn(6 — 6o) + op(1)

f Qn (0)

Next, a Taylor expansion o about 0y yields

(60— 6o) + op(1)

89 06 0600
—_—— ——
4N(0,8) BH

The second and third assumptions now imply that /n BQ" , and thus /n~,, are of order Op(1). This in
turn allows us to write

Next, collecting of terms. We have:

Vnr(0) =0
Vnr(0) = R(6o) - vn(6 — 6p) + op(1)
R(Go) . \/’ﬁ(é — 90) = Op(l)
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as well as:

NS A

\/—an; ) _ \/ﬁ—‘an(ge‘)) +HV/n(0 — 8o) + op(1)

R(0)'V/nyn = R(60)'Vnyn + 0p(1)
- H\/ﬁ(é —6o) + R(Go)’\/ﬁ% = —\/ﬁan—égo) +op(1)

This implicitly characterizes the joint distribution, but we can make it explicit, by consolidating into

¢ 5] [0 ]

which implies that

v {é - 90] _ [4{1 + HlR'(RﬂlR’)lR%T n28no) )

o —(RH™'R)"'RH! 90

This gets us the LM statistic fairly quickly:

Vi, = —(RH'R) ' RH™ 1\F‘9Qgé 2 4 op(1)

iw\/(o, (RH'R)'RH'SH'R'(RH'R)™)
=N (0,(RE'R)™)
= Vi RET R v 5 5,

We conclude with another MVT expansion:

Qu(0) = Qu(l) + 2220 gy + 20— 0y 220 5 )

However, the first partial of @Q,,(+) is zero (almost surely) and the second partial converges to the (negative)
curvature. Thus,

20(Qn(9) — Qu(6)) = —Vn(0 — 6)(H + op(1))Vn(6 - 6)
—V(0 = 0)Hv/n(6 - 0) + op(1)

We can substitute from the matrix equation to get

\/ﬁ(e—e):—(H‘l—H‘IR’(RH‘lR’)_lRH_l)\/_anéHO) +H lfaQ"wO) +op(1)

=% 'R(RH'R)"'RH~ RFanéeO) +op(1)
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This determines the distribution of the LR statistic. The rest is algebra:

Qn(Qn(é) —Qn(é)) ~ _\/ﬁani(goO) (H_IR’(R’H_lR')_lR’H_ ) HH 'R (RH'R')"'RH~ 1\/»3Q§é90)

8Qn(90) —1p/ 1pry—1 1 8Qn(90)
Vi P R (R R) T R e
7\/—8Qn(90) 71R/(R271R/) IRE 1\/—8Qn(90)
Recalling that \/_aQ"(eo = N(0,X), we have
szl\/ﬁmgiée“) 4 N (0,RET'SETIR) = N (0, RET'R))

— LR% X?l#r

O
Remark. Why is it called the likelihood ratio statistic? If we take the likelihood literally, then
j = S0 - S" gy = TV Wi )
n(Qn(0) = Qn(0)) = > _£(0) — ) L0) = 2
; ; FWi, .o, W3 0)

The additional factor of 2 aligns the statistic with the others, but the interpretation of @, (-) is not essential.

7 Worked Examples

Example. Poisson Let Y be distributed i.i.d. Poisson with true parameter Ay > 0. Recall that P{Y =k} =
AFe=A /Kl with mean and variance A. Intuitively, we of course will estimate A using ¢, and the Lindeberg-

Lévy CLT (see Econometrics I notes for a full treatment) immediately yields v/n(g — Ao) 4N (0, Xo). To
analyze this as an example of maximum likelihood, we write:

Q) = 3 (108 = A~ og(y)

(G-

?Qn(N) 1 Yi
o A2

Q) = E[Ylog)\ A —logY]
20Q(\) Y

o e [A a 1]
?Q(\) _ [X}

ON? A2

We can see that we have strict concavity, so the maximum likelihood estimator is characterized by the first

order condition. In particular,
_Z(__1> =0= A\yr =70
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We can next apply the consistency theorem for extremum estimators. Pointwise convergence of @, to @ is
clear. The parameter space is not compact but since @, is strictly concave and ) is a scalar, that is not
necessary. Of the conditions for asymptotic normality, the first was established above, the second holds as
long as A > 0, the third is obvious, the fourth holds because Y is i.i.d. with first and second moments A,

meaning that
9Qn(Xo) 1 3 Y; d 1
’Qo) _ _ 1

The fifth condition follows directly, the sixth we have directly because =757 = —3 and the last because
Ao > 0. Thus, the consistency theorem applies, and we have that

V(A= 20) B N0, (=251 TIAGH=ATH ™Y = N(0, o)

Note that these results do not apply if A\g = 0, because interiority is violated. In this case, we have an
actual failure of result — the distribution of both Y and 7 will be degenerate at 0. The above result does not
uniformly hold as Ao — 0; it fails along drifting parameters of the form \,, = v//n.

Example. Binary Response Binary response models can generally be expressed in the form

Y = 1{¢(X,e;60) = 0}
which is frequently specialized to
Y=1{X'B-e>0} < P{Y =1|X}=P{e < X'B}=F.(X'B)

Assume that EX X’ is nonsingular and that F. is strictly increasing. Then the model is identified up to scale
normalization and (if X has a constant) a location normalization. Other than that, different assumptions
about F; lead to different models. If we assume that ¢ is logistically distributed, we have the logit model

exp(X'p)
P{Y =1 |X}=—"—"/—

{ | X} 1+ exp(X'S)
Which admits log likelihood

exp(X'B)

1

and the maximum likelihood estimator is characterized as a maximizer of

Qn(B) = % Z (Yi log ixfgi 5?—5) + (1= Y)log ;< ex; (X’B)>
= - 37 (VX5 — Yilog(1 + exp(X[5)) — (1 - Y0 log(1 + exp(X[6)
= 13T (ViXIB — log(1 + exp(X[8)

We can thus write

op 1+ exp(X|B

0%Qn(B)
0Bop’

K2

0Qn(B) _ %Z (S@Xi _ %55));@) _ %Z (Y; — F(X!0)) X

1 , ’ /
= zz: Fo(X{B)(1 - Fo(X[B)) X X]
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where we apply the formula F(t) = e'/(1 + e') = F'(t) = F(t)(1 — F(t)) to the CDF. As in the first
example, we could directly attain consistency and asymptotic normality by checking the conditions, which
all hold.

Remark. If we replaced sample averages wtih expectations in the above, we would have

0Q(5) _ ,
o~ BV - F(X'8)X)

Q) _ , -
apog ~ (F.(X'B)(1 - F.(X'8)XX")

At first glance, the information matrix equality may not appear obvious. However, we can convert this to:
E (Y = F(X'8))X) (Y = F(X'8))X)'|

—E[(v - F(X'8))’ XX'|
=E[E[(Y - F.(X{B))* | X] XX']
=E[Var(Y | X)X X']
=E[F.(X'8)(1 - F.(X'B))XX']
Q)

opos’

where we use the Law of Iterated Expectations and the knowledge that Y is distributed Bernoulli once we
condition on X.

Remark. We could also estimate this model using GMM. To do so, we need a function g of the dimensionality
of X such that Eg(Y, X;8) = 0. As a general rule, if conditional expectations can be written out, they
immediately give rise to such functions. In the current example, from LIE we get

E(X(Y - F.(X'8))) = E(XE(Y — F.(X'8) | X)) = 0

so our GMM estimator is defined by the sample analog
1 .
n ZXZ(YZ - Fs(leﬂ)) =0

So the estimators algebraically coincide! The natural GMM estimator uses the score equations as moment
conditions and therefore is exactly the ML estimator — replicating even the variance precisely.
Remark. If we consider E[Y|X] = G(X'3), we consider G(-) the link function and X' the linear index.
If we shift this by a sigmoid, we can convert this to logit or probit models quite easily. For the probit, we
have that

E[Y | X]=®(X'B) — Y =1{X'8—¢e > 0},e ~N(0,1)

In logit and probit models, coefficients are in general sign interpretable; relative absolute values are sometimes
interpretable; absolute values without context are not interpretable. We have that

OE(Y | X) /

9X; = Bj - 9(X'B)
where g(-) = G’(+). The sign of this term will be the sign of the coefficient, as g(+) is positive always, but the
marginal effect depends on the magnitude of g(-) which is not in general known. Put plainly, the marginal
effect of X; on Y is now described by two numbers, and depends on where X is. If you need an interpretable
number, there are some options: marginal effect at a particular fixed X, average estimated effect which is
EnBj ~g(X’/3’), and the estimated effect at the average which is Bj ~g(IEnX’B).
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Example. Type II Tobit The following model is known as Type II Tobit:

Y =X{51i+ea
Y = X582 +eo
Vi = 1Yy > 0}
Y, =V - 1{Y7 > 0)

(2) ~ (0 (e 7))
€2 pPO109 5

Note that you observe only Y; and Y5, not the respective latent starred variables. The motivation here
is that the equation of interest is for Y5, called the outcome equation. The equation for Y7* is called the
selection equation. The parameter of interest is B2. If we observed Y5, we could estimate it by straight OLS.
However, since we are selecting for when Y > 0, we are selecting for high values of £;. As long as p # 0,
the correlation between €; and €2 means that we have selection also in the sample of interest.

The motivating examples here are typically that the decision to enter some market is dependent on a threshold
that does not affect the values in the market — think if the decision to enter the labor force is dependent
on having children, but wages are not directly determined by children, or if foreign aid is dependent on a
certain political stance but the level of foreign aid does not depend on said political stance.

The selection model in the first and third equations gives us the likelihood
X/

P{Yl =0 | Xl,Xz;H} = (—1—ﬂ1>
o1

Thus, the likelihood of Y5 conditional on X;, X5, and ¥; = 1 (meaning Y5 is observed at all) is:

XI
F(Y2 | X1, X0, Y1 = 130) = P{Y1 = 1] X1, X5;0) - /(Y | Xl,X2;9>/‘I’< f)

I <X1ﬁ1+pg—;(Y2—X5ﬁ2>>¢(Y2—X§ﬁ)/q) (Xml)

02 o1/ 1 — p? 02 o1

where we used the (conditional) distributions of the errors.

We will establish identification using the thought experiment: If we had perfect knowledge of the above
likelihoods, could we back out the true parameter values? Actually, the answer is no. The probit part of the
model identifies the ratio 81 /01, but neither parameter on their own. The natural way to get identification
is to normalize o1 = 1, and work to identify all other parameters. This gives us the simplification:

P{Y1 =0 | X1, X5;0} = ®(—X151)

X8y + £(Yy — X/ — X!
f(Ye | X1, X0, Y1 =1;60) = i@( b+ 5, (2 2ﬁ2)) ¢<YQ JQXZB> /®(X151)

09 /1_p2

With o1 = 1, our selection equation now identifies (1, so we will treat ®(X{ ;1) as known. Define:

Xifu+ 505 - X4\ (YQ = Xéﬁ)

~ 1
f(Y2 | Xl,Xg;G) =—&
o2
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The partials are:

W= OO 0 w00
af()i_& AA () 52/) /. . _ af()
e = o3 2090~ 8080 = 8- G
9f() Bi

0X, o1 e 0V

First, note that 3> can be identified through the partials with respect to X and Y2. Having identified 3
and f33, we can choose to evaluate f at arguments where X153, = Y2 — X}8> = 0. At these arguments, we
will have

of() _ B 2
8X1 - Ugﬂ(gb(()))
6f() _ 14 2
0%, iV

Since (; is known, this is essentially two equations in the two remaining unknowns p and o3. We finish with
two remarks:

Remark. This is an example of a non-constructive identification proof: we established that perfect knowl-
edge of the likelihood would allow us to back out the parameter values, but our identification strategy should
not be to solve sample analogs of these equations, since they involve evaluating estimated derivatives of
estimated densities at estimated parameter values — we have a ton of noise.

Remark. This argument made use of some support conditions, where in the thought experiment we freely
took derivatives of likelihoods and used them. However, we can only evaluate these derivatives at values
of (X1, X5,Y7,Y3) on the support of the true distribution. Because of the normality assumption on &5, we
know that Y5 — X8 = 0 occurs on the support. We do not actually know the same for X{/3; = 0, but that
assumption could be relaxed as long as X; has some variation.

So how should we actually estimate this model? The obvious approach is maximum likelihood, where we
have the objective:

1 & , Xipr+ £ (Y2 — X5p 1 ,
Qn(H)ZgZ (1-Y1)log®(=X151) + Y1 (logq)( — \/1(_72[)2 - 2)> —§(Y2—X252)2—10g02>1

i=1

where 0 = (81, B2, p, 02).
Example. “Heckit” ML is the statistically efficient way to estimate these models, and a lot of implementa-
tions exist, with some shortcuts. However, as the dimensions of the parameter vectors increase, this is an
involved problem because the likelihood is multimodal. Heckman proposed a two-step method, that follows
the observation that

E(Yz | X1, X2, Y1 =1) =E(X362 +e2 | X1, X2,Y1 =1) = X350, + E(e2 | 61 > - X1 51)

Recall that, if we assume z; is standard normal, the following holds:

B | > 1) = dmt 20(2) 02 Q)72 2, sexp(=22/2) O

2 (2) 0z ®(~t)
B (2m)~1/2 [— exp(—zQ/Q)]:o - (2m) =12 exp(—t2/2) o) A1)
a () - O(—t) Ce(-t)
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where the last equality defines the Inverse Mills Ratio. Thus, in our terms we have

fix;qﬂl E(e2 | e1)p(e1) Oex

[=x15, #(e1) 021

ffOX{ﬁl pose1d(er) Oe1
— ffoxgﬁl o(e1) Oe1

E(es | &1 > —X151) =

= P02>\(X151)

Thus, when Y7 = 1, we could write
Yy = X502 4 poaM(X161) + i

where E(n; | X1,X2,Y1 =1) = 0. If we knew (3, we could estimate (> using OLS of Y5 on (X2, A(X{31)). In
reality, things are a bit more complicated because 1 must also be estimated. Heckman (1976) established
that the following two-step procedure works:

Step 1. Use probit to estimate (31, call this estimator Bl.

Step 2. Restrict attention to observations where Y; = 1. Use OLS to estimate the equation

Yo = X5Ba + poaX(X1{B1) + 1

That this works is not obvious due to the estimated regressor on the right hand side, but it is nonetheless
true. Unsurprisingly, OLS standard errors would not be valid.

The Heckit method easily generalizes to variations of the above model, and the model is coded into most
statistical packages. Notice, however, that it is inefficient: it assumes normality for identification, and is
sensitive to the normality assumption failure, but doesn’t use them for estimation! In particular, an ML
estimator would use second-stage information also in the estimation of 8;. The choice between ML and
Heckit depends on how complicated the likelihood is in a certain application. Both are implemented in
Stata.

Example. (Smoothed) Mazimum Score (from Manski (1975), Kim & Pollard (1990), Chamberlain (1986),
and Horowitz (1992)) Consider the binary choice model

Y =1{X'B +¢& >0}

where the researcher observes (Y, X). We do not assume an exact distribution for e, but we do assume that
¢ is continuous and med(e) = 0. For simplicity, we also assume continuous X with full support rather than
having a constant.

These assumptions are weaker than probit, so we will identify 5 only up to scale. Unlike earlier, it is
convenient (and standard) to normalize ||8|| = 1, and impose the same restrictions on estimators. Then we
have
3 € argmaxE ((2Y — 1)1{X'3 > 0})
b:||b]|=1

because by LIE,
E(2Y -1)1{X'B>0}) =E[E(2Y — 1| X)1{X'B > 0}]

and the right hand side outer integrand is maximized pointwise by 3 because
EQY —1]X)>0< X8>0

If X has full support, the above argmax is unique. Without this assumption, we may have partial identifi-
cation of 8, which can be thought of as being able to ‘wiggle’ the separating hyperplane.
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Note that the empirical distribution of X; has at most n mass points, so it never has full support. Thus, the

estimator
n

1
[ = argmax — Z(QYi - 1)1{X.B8 > 0}
blbl=1 7 =

is not well-defined since the argmax is not unique. In the following, let B be a measurable selection from the
argmax (e.g. the element that minimizes the first component, then the second, then the third, etc).

This is the mazimum score estimator. It has historical importance as one of the first nonparametric'?
estimators. It is also supremely ill-behaved. Under reasonable conditions, consistency can be established
like the examples earlier. However, the asymptotics are horrible. The Hessian at the sample argmax is zero,
which indicates something that is true — it converges at n'/3, slower than v/n. Specifically, an estimator with
\/n-consistency does not exist under the assumptions, and the asymptotic distribution is intractable.

These issues are basically entirely due to the non-smoothness of the objective function. Would smoothing
the objective function get you a better-behaved estimator? Yes! Specifically, write:

n

B = argmax E Z(?Yi —1)gn(X!B)

. —_1 N
biflbll=1 "t 5

where the function g, (+) is smooth, has g,(0) = £, and goes to 0 as the argument goes to —oo, and 1 as the
argument goes to co. Specifically, we need that g, (t) — 1{¢t > 0} at a certain rate as n — oo. This is very

similar to kernel density estimation.

This estimator is called the smoothed maximum score estimator. It is asymptotically normal, and converges
at a rate arbitrarily close to y/n (assuming X; has some reasonable properties and g, () is chosen smartly).
Example. Mazimum of a Uniform Distribution This is an example on which ML and GMM might disagree.
Let X ~ U0, ap], where we seek to estimate ag. Note that EX = ag/2 and so & = 2X is a GMM estimator
based on the moment condition E(2X — o) = 0. We understand the behavior of this estimator extremely
well. However, it is not in this example the ML estimator and ends up being quite inefficient.

We can compute the ML estimator. The likelihood for a single observation is f(z;a) = 11{0 < z < a}.
The sample criterion function is

Qn(a) = %ibg (él{o <z< a}) _ {—loga max; z; € [0,q]
i=1

—00 otherwise

with population analog
—loga a<ag

—00 otherwise

Q(a):]Elogf(X;a):{

By inspection, these problems are solved by &y = max; Xj;.

These objective functions are discontinuous and not differentiable, exactly at the optimum! None of our
extremum estimator theorems are available, and it’s a red flag for the asymptotics. In fact, we can get
consistency, but not \/n-consistency or asymptotic normality. However, the fact that the function drops
vertically indicates that we may have an “unbounded Hessian,” which could indicate convergence of faster

than /n.

The true rate of convergence is actually n. To see this, we’ll approximate the CDF of n(& — ap). It is

13 Actually, in modern terms, semiparametric
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obviously 1 for non-negative arguments. For arguments ¢t < 0, we have:
P{n(& — ap) <t} = P{max X; < ag +t/n}
2

:P{Xl < ozo—i—t/n,...,Xn < a0+t/n}
=P{X;/ag <1+t/(nag),...,Xn/ao <1+t/(nag)}

2 n
= (1 + —)
nog
— et/

Note that this is 1 at ¢ = 0 as expected. Thus, n(& — ap) = Op(1), so the estimator is consistent at rate n,
and converges to an exponential distribution.

8 Bootstrapping

Remark. We will not introduce any new estimators, but will talk a lot about asymptotics here. Boot-
strapping comes from Efron (1979). It is somewhat magical to statisticians. At a big picture level, we are
essentially using the analog principle for inference rather than estimation.

Example. Consider any quantity of interest that can be defined as 8 = g(F') where g(+) is a known function
and F' is the true distribution of the data. Obvious examples are the mean p = EX or the linear projection
B = (EX'X)"'EX'Y. Imagine we have an estimator £ of F. It would be natural to estimate g(F) with
g(F ). If F is consistent in a sufficiently strong sense and g is continuous, the estimator will be consistent.

In principle, g(-) could also be the standard error or the CDF of a given test statistic at a certain sample
size n. Then we could use a plug-in estimator to estimate a standard error or a critical value, which is the
basic idea of bootstrap inference. We will assume here that the data are i.i.d., but bootstrapping has been
extended beyond that case.

Remark. We will think about two estimands. One is the (scaled) standard deviation of an estimator. The
other is a general distribution of a sample statistic

Jn(t, F)=P{T, <t| F} where T, (W1,...,W,, F) is a sample test statistic

Hence, F' is the population distribution of observables. Note that both T;, and J,, are indexed by sample
size n. The idea is to estimate J,, with a plug-in estimator using F'. In the conventional notation, we write:

The simple nonparametric bootstrap estimates F' with the empirical distribution Fj,, which is not essential
and often not optimal, but easy to conceptualize. Formally:

J;(t) = Jn(tv Fn)
Fo(w) = %Zﬂ{Wi < w}

i=1

We will estimate the distribution of by computing its distribution under (i.i.d. for now) sampling from F,
at sample size n with replacement. By the Glivenko-Cantelli Theorem, F,,(w) — F(w) “% 0 uniformly over
w € R¥. We hope that this makes J* a good estimator of .J,,, but that’s not so clear. We will later specify
conditions that are necessary for it to hold.

Example. Let 6= X, 0 = EX, the sample is {0,1,2}, for n = 3. To compute the bootstrapped distribution
of the sample average, we essentially put the three observations into an urn, sample with replacement, and
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increase n. We compute the bootstrapped sample average X* by taking i.i.d. draws from {0,1,2}. The
bootstrap distribution from a size 3 resample is:

X+ 0 1/2 2/3 1 4/3 5/3 2
pm.f | 1/27 3/27 6/27 7/27 6/27 3/27 1/27
X*—X)| -1 —2/3 —1/3 0 1/3 2/3 1

It should be clear that this is approaching a normal distribution!

Remark. This is, of course, on the order of n™ realizations. In practice, this is not even a little bit possible
to compute, basically always it’s done through simulation studies — Monte Carlo bootstraps.

Question. What can we do with this? The two main applications are (i) bootstrapped standard errors
and (ii) tests and confidence intervals that directly use the bootstrapped CDF of the test statistic, called
percentile methods.

Remark. Even though bootstraps feel really finite sample, all of the justifications we’ll cover work only if
central limit theorems hold, and the method is basically entirely justified by asymptotics.

There is a very common misleading intuition is that this works because F,, — F implies that F,,(X* — X) ~
F(X —EX) as n increases. However, though that is true, it’s trivial because both converge to a degenerate
point mass at 0. That establishes consistency, but not that any confidence intervals are useful in any way.
If we estimate the stable asymptotic distribution, so generally T}, = v/n(X — EX) and J,(t) = P{T,, < t},
which we estimate by T¥ = v/n(X* — X) and J*(t) = P{T* < t}. It is completely not obvious that this
works! This converges at rate \/n, but there is also error at rate /n, so this is Op(1), which is bad! In fact,
this works if and only if the distribution is asymptotically normal.

Question. How would you prove any of this?

n 00
Population | J,(t) Jo(t)
Bootstrap | Jx(t) JX (%)

We can almost always prove convergence along the rows, so J,,(t) = Joo(t) and JX(t) — JX (t). In relatively
benign cases, we can also show that J () — Ju(t). A big necessary condition is that the limiting distribution
of the test statistic must be continuous in underlying parameters, which is not an innocuous assumption.
Remark. We can divide estimators and test statistics into the following classes:

1. Pivot, meaning that J,, (¢, F') does not depend on F
2. Asymptotic Pivot, meaning that Jo (¢, F') does not depend on F
3. Asymptotically Continuous, meaning that J (¢, F') is continuous in F'

4. None of the above
Example. The most common use for bootstrapping is to get confidence intervals. We will explore the two
main methods used for this:

1. Bootstrapped Standard Errors. We can get precisely

SE* = <IE* (é* - E*é*)2> v

where E* is with respect to the (bootstrap) distribution of 0*. Note that in cases where we know that
R R R N2 1/2
E*6* = 6, this simplifies to (]E* (9* — 9) ) . In particular, this is the case when (i) the estimator

is unbiased, and (ii) the empirical estimate is the bootstrap population true value; both are true in
particular for § = EX. We can approximate this to an arbitrary degree of precision by choosing a high
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B in
1/2

1< LA
MC _ Ab 4b
s (53 (- 53]
b=1 b=1
which may simplify to
B 1/2
seMe = (L5 g)°
=z (-9)
b=1
Many estimators are \/n-consistent and asymptotically normal, but with difficult to estimate asymp-
totic variances. In these cases, it’s convenient to bootstrap the standard errors and then report Wald
confidence intervals. Note, however, that we require that the statistic we are estimating is not only
standard normal but has the relevant moments. This can fail in relevant cases — see IV or TSLS.

2. Percentile Interval. This is basically the exact procedure we would naively think works for boot-
strapping. It almost entirely works the way we would assume. To motivate, think about the ‘oracle’
confidence interval, which is the interval we would use if all population quantiles were known. Letting
T, = 0 — 6 with exact quantile function g,, this confidence interval would be

CloraCIO — é _ qn(l — a/?), é — CIn(OZ/z)]
because

P {9 € CI} = P{f — gu(1 - a/2) <60 < 0 — gule/2) } =P {0~ gu(0/2) <0~ 0 < qu(1-/2)}

=l—-«

The bootstrap percentile interval is just a plug-in estimator for this object, and is extremely easy to
compute:
Algorithm. Take o as exogenous.

(a) Generate B bootstrap realizations 6,...,05. Let the vector (é[”,...,é[B]) collect them in

increasing order.

(b) Up to integer constraints, the bootstrap percentile (1 — «) confidence interval is

[Qg _ §l0—a/2)B] 9§ _ g[aB/zq

9 Non-Parametrics

Remark. In modern usage, the term non-parametric does not mean the lack of parameters or even pa-
rameterizations. Rather, it refers to the data generating process is specified up to an infinite dimensional
unknown quantity. A parametric model is specified up to a finite dimensional parameter. This is confusing,
but it’s the usage we have.

Remark. We will develop only Kernel Density Estimation here. This is not particularly relevant for empiri-
cists, but almost all actual non- or semi-parametric models build on the theory of kernel density estimation,
and it’s actually tractable for us to think about.

Model. Say that we want to estimate the distribution of a random variable X;. An obvious estimator for
the CDF F, the empirical distribution, was already discussed and used in the bootstrap. The analogous
estimator of the density is the empirical probability mass function, which consists of at most n mass points.
This is often useless — the empirical p.m.f. consistently estimates the density almost nowhere.
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Our fix to this is kernel density estimation, where we take a weighted average of nearby mass points of the
empirical p.m.f. This can be intuited as smoothing out histograms; or as estimating F’ by some smoothed
arc slope of F,. The basic idea is obvious, but there are many ways to do the smoothing. Specifically, we
have to choose a kernel and a bandwidth. In practice, the former doesn’t matter so much but the latter is
significant and affects the results a lot.

In the scalar case, a kernel density estimator of f(x) can be written as
~ 1 n Xl — X
= — k
for =k (F7)

where k : R — R is the kernel function and h is the bandwidth.
Example. For a simple example, let k(t) = 5 - 1{|t| < 1}, the uniform kernel, and we can write

th ([x — h,x + h])

n

f) = g Lt le-h < Xo<wnh= g
where P, is the empirical p.m.f.
Remark. This particular estimator is a step function. This could be avoided by using continuous kernels,
but the uniform kernel makes some of the trade-offs in kernel estimation extremely obvious. In particular,
we estimate the density at x by averaging the empirical p.m.f. over [x — h,z + h]. A larger choice of h
means that we average over more observations, so the variance of our estimator will decrease. However, it
also means that we average over a set where the sample density may be increasingly different from the true
density at x, so the bias will increase. This is similar to histograms: if we choose bins that are too large, the
histogram eventually becomes constant. If we choose bins that are too small, it will become too wiggly and
will include unwanted zeros.
Remark. In practice, we will choose h to resolve the above issues. In an oracle situation where we know

. 2
the density to be estimated, we can find the choice of h that minimizes the MSE E ( flz)—f (:c)) at some

x of interest. It is intuitive that the optimal h here will (i) decrease with n, and (ii) depend on how smooth
the true density is at z.

The obvious issue is that we definitionally do not know the true f(z). This problem is considerable and
there is a large literature. Additionally, the optimal choice of h as a function of n will imply that bias and
variance are of the same order as n. This is because we want to minimize the larger of two rates, and the
maximum of two functions is minimized at a point of equality. So the bandwidth choice that minimizes
MSE will also lead to an asymptotic distribution that is non-centered. It is common in practice to choose a
smaller bandwidth than optimal so that the variance dominates the bias and the asymptotic distribution is
centered, a process called (deliberate) undersmoothing.

Definition. A kernel function k : R — R must integrate to 1: [ k(u)du = 1. No other property is strictly
required, but in practice kernel functions are typically symmetric, so k(u) = k(—u).

The order of k is the index of its first nonzero moment. Formally, defining «;(k) = [ u/k(u)du, the order of
k equals min{j € Z, : k;(k) # 0}. Since we restrict attention to symmetric kernels and all odd moments of
symmetric kernels are zero, any kernel that we look at will have an even order of at least 2. The most popular
kernels are non-negative, so will have order of exactly 2. A kernel is higher order if its order strictly exceeds
2. We will occasionally mention properties of higher order kernels, but our focus will be on non-negative
kernels.

Remark. Any non-negative kernel can be interpreted as a probability density, and so any kernel density
estimate using a non-negative kernel is a weighted average of the empirical p.m.f. Two simple and common
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kernels are the uniform and Gaussian kernels:

; 1
B(w) = Sa{lu] < 1)
K& () = (2m) 1/ exp(—u? /2)
With these (or any other non-negative kernels!) the kernel density estimator can be intuited as taking each
of the n realizations of X; and replacing it with 1/n multiplied by a p.d.f. (normal, uniform, etc) centered at

that realization. This makes it obvious that f (z) is itself a proper p.d.f., but also that the random variable
described by f is a mean-preserving spread of the random variable described by the empirical distribution. '

It’s intuitively obvious, but we can also see formally why f (z) integrates to 1. Note first that

1:/k(u)8u:/%k (Xh_x> Oz

where the last step uses the change of variable u(z) = X"h_”’. Next, we have that

/f($)8w—/%§k(Xi;x>6x—%g/%k(&h_m)ax—l

We can attain moments of the kernel density estimator the obvious way.
Remark. The next step is to develop asymptotics (bias, variance, and MSE). The goal is to (i) figure out
a good choice of k and h, and (ii) conduct inference. Getting there requires some algebra.

First, start by writing

Ef(z) :/%k <thx) f(t)at:/k:(u)f(x+hu)6u

The intuition here is that f essentially averages the estimated density over a neighborhood of order h of x.
Note however that this argument was not asymptotic — without approximations, we would be stuck here.
We can move forward by taking the Taylor expansion, of order v:

Fla+ ) = (&) + f'@hut 3 @h%? + -+ 2 FO @)hu + o(h)

Remark. We need here to assume that the partials up to v+ 1 exist. This is not just a regularity condition
— as we consider higher order kernels, assuming that the density is sufficiently smooth gets very restrictive
quickly.

We next use linearity of integrals to get

Efw) = [ Kaf@ou+ [ k) @hudu+ 5 [k @t -+ 2 [ K @harous o)

() h2 (v) z)hY
- f(x)+f’(x)h/k;(u)u8u+ %/k(u)uu---Jr u/k(u)u”8u+o(h”)

v!
= @)+ I @R ot O @R, + o)
= @)+ o f O @ + o)

because the kernel is of order v. This makes it clear why we might want to use higher order kernels in theory.

141n contrast, with higher order kernels, f (z) can take negative values and therefore need not be a density; however it generally
replicates the second (or higher) moment of the empirical distribution.
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In practice, with non-negative kernels we always have

oI @)+ O

. 1 .
Ef(x) = f(z) + 51" (2)h*ks + O(h") = bias(f(x)) =

so the bias is always of order O(h?).

Similarly, we can take the variance:

n

Var(f(z)) = Var (% Sk <Xh— x))

=1
1 i
:anr (k( >
1 X; —

(Taylor) = —f( )JR(k) + O(1/n)

where the last step (and a bunch of algebra we skipped) defined the roughness R(g) = [ g(t ()20t of a function
g:R—R.

We can find the MSE of a certain estimator the standard way:

MSE [ f(x)] - (bias [ f(x)])2 + Var [ f(x)} - (% FO @) Rk, + o(h”))2 + % F(@)R(E) + O(1/n)

We will always choose h such that in the above, all terms are dominated other than the asymptotic mean
square error (AMSE):

AMSE [f(x)] = (%ﬂ”(w)h%f + %f(w)R(k)

However, which of the two terms in this expression dominates depends on our choice of h — this is precisely
the bias—variance tradeoff!

We will choose h and n such that h — 0 but nh — oco. These requirements make sense intuitively — we need
bandwidth to vanish for bias to vanish, but it must vanish slowly enough that in expectation the sample size
effectively used diverges rather than degenerating.

Remark. We could try to specify k£ and h to optimize AMSE { f (x)} . However, the solution would typically
depend on x. If we are interested in the overall performance of the estimator, we usually integrate to get
the asymptotic mean integrated square error (AMISE):
1 v ? (v) R(k)
Or = | —=h"k, R(f >+—
v! nh

AMISE M - /OO [(%ﬂ”(x)h”/@)Z + %f(x)R(k)

— 00

So in the salient case of non-negative kernels, we have that

AMISE [£] = Jrgr(r) + B0

Remark. If we use the optimal bandwidth, bias and variance will be of the same order. This implies
something like:

nhk (f(:r) - f(:c)) A N (abias, aVar)
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However, as we saw above, the bias and the standard deviation are of the same order, \/nh%. This means
that the asymptotic bias will not go to zero — this will be a non-centered normal. Note also that we do
not explicitly know the asymptotic bias unless we have a closed form for f, which in practice is naturally
impossible. How do we get inference here?

In practice, we do so by choosing a bandwidth that is too small — we take advantage of the bias—variance
tradeoff by deliberately undersmoothing! We allow ourselves to have a higher variance to get a smaller bias.
This will allow the bias to degenerate to zero, and we can get inference!

Remark. There are two downsides to this:

1. Since the confidence interval can always be interpreted as a set-valued estimator, this now converges
slower than the optimal point estimator. In large samples, this is extremely large compared to the
optimal estimator + two standard errors, and is not guaranteed to cover the optimal estimator. We
could report this along with the corresponding estimator, but we would sacrifice precision (and com-
munication)

2. While we claim we are degenerating the bandwidth at a certain rate, in practice we of course choose

a fixed bandwidth. In principle, we could claim any bandwidth is part of a sequence that converges
at our rate of choice. There’s no particularly principled way to do this, which (contrary to what you
would think!) empiricists dislike, as one could always claim they chose a suboptimal bandwidth to
overestimate results, or other such things.

Question. How should we choose bandwidth in practice? The optimal bandwidth is a complicated function

of unknown functions. In practice, we either perform cross-validation or we pre-estimate in a parametric

class of estimators (e.g. Silverman’s Rule of Thumb).

Question. Can we find the optimal kernel? In principle, yes! We intuitively try and find the minimum

roughness such that & is still a density. The solution is the Epanechnikov Kernel. Also popular is the

Gaussian kernel.

Remark. Frankly, any reasonable kernel choice will generally be fine in practice. The reason Gaussian ker-

nels are popular is because they’re everywhere infinitely continuously differentiable, which the Epenechnikov

kernel is not. The Epenechnikov kernel is the default in Stata and R, however.

In practice, bandwidth choice is a much bigger issue than kernel choice. Changing the kernel won’t change
the results much, but bandwidth choice changes a ton.

Remark. Finally, kernel density doesn’t work in many dimensions. As you increase the dimensionality, the
rate of convergence gets slower and slower, and indeed actually converges slowly enough that it fully does not
work. This is the curse of dimensionality. The optimal rate of convergence in general will be O(n~=%/(4+D)),
The highest dimension that works in practice is 2.
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